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1. Introduction 

1.1. The goals of MPI 

MPI has three goals: portability, efficiency and functionality. MPI is a 
specification for a library; it specifies names, calling sequences and results 
of procedure execution depending on the programming language (host 
language) for which it is implemented. Programs in Fortran, C or C++ are 
compiled with standard compilers and linked with the MPI library. There is a 
range of free and computer vendor implementations available. A correct 
MPI program should be able to run on any MPI implementations without 
modification of the program.  

MPI only specifies the message passing aspect of a computation, a 
collection of processes communicating with messages. The basic 
communication is between two processes where the first process executes 
a send and the second process executes a receive operation.  

MPI requires a full specification of the data to be communicated, its 
address in local memory in the process, its type and its length.  These 
ensure that messages can be send across heterogeneous systems where 
the same type may have a different hardware representation. It obviously 
requires the identity of the process to which the message has to be sent. 
MPI also has the matching feature where a process is able to control 
which messages it receives and their order. This is done with a tag, which 
is a non-negative integer; it is provided by the queuing capability of MPI.  

MPI provides a facility to isolate groups of messages with the 
communicator concept. This is the combination of a context, which is an 
extension of the tag and the concept of process groups. MPI has the 
capability to divide the processes in groups and all processes in the group 
are identified by their ranks which are integers from zero up to one less 
than the number of processes. Processes can belong to more than one 
group but on initialization of MPI all processes will be in a default group 
defined by the "world" communicator. Communicators are, for example, 
useful in the design of parallel libraries based on MPI, to isolate internal 
message passing in the library from MPI communications started by the 
application program. 

1.2. Other features 

Although the basic send and receive functions are sufficient for the 
message-passing model, MPI has additional features: 

 Collective communications. These comprise data movement that can 
be used to rearrange data among processes and collective 
computation operations, including user defined operations. 

 Communication modes. These supply robustness and efficiency. 

 User defined data types add flexibility. 

 Virtual topologies, debugging and profiling. 
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1.3. Processes 

In this course there often is a predetermined process, the root process or 
master or manager; the other processes will be called non-root processes 
or workers. 

1.4. Language bindings 

As a specification MPI has been implemented for both Fortran 77 and 
C/C++1. These are called language bindings. To invoke the Fortran 77 
subroutines an include file can be used of the form 

INCLUDE ‘mpif.h’ 

For Fortran90/95 applications a module is provided which can be USEd as 

USE mpi.  

Note however that the calling style still has to follow the rules of Fortran 77. 

The C/C++ binding is provided by including the header file mpi.h as in 

#include “mpi.h” 

All names of MPI routines start with MPI_ to avoid name collisions. In C++ 
the MPI library is in its own namespace MPI, but this will not be discussed 
further here. 

1.5. The predefined MPI data types 

MPI is designed to be programming language neutral. A correspondence 
between what MPI considers a type and the type in Fortran and C is 
introduced. This is summarized in the table of Appendix A. MPI also allows 
the construction of derived types which are extensions of the predefined 
types. This will be discussed in Chapter 9. 

 

1.6. Structured data 

The MPI specification has no built-in functionality to handle structured data, 
which is data that is not represented by a single item. The predefined data 
types are listed in Appendix A. They are mapped to the built-in types in 
Fortran and C/C++. The reason MPI has its own data types is because 
different architectures can have different representations of the 
fundamental language types and this makes it transparent for a 
heterogeneous system. In particular there is no facility built in to handle 
multidimensional arrays. MPI can manage these on the premise that the 
programming language allocates storage for multidimensional arrays in a 
sequential location. To communicate such an array as a whole it is 
therefore sufficient to provide the starting location and the number of 
elements to be transmitted. If however only sections of an array or any 
other structured data has to be transmitted, MPI provides the ability for the 
programmer to define recursively customized data structures which at their 
lowest level are formed from the predefined MPI data types. 

                                                
1 Implementations exist for other languages as well, e.g. python and java. 
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1.6.1. Multidimensional arrays in C/C++ 

In C/C++ multidimensional arrays are allocated storage “row major order” 
which means that the array is stored as a linear structure with the higher 
array indices incrementing faster than lower indices. 

1.6.2. Multidimensional arrays in Fortran 

In Fortran multidimensional arrays are allocated storage “column major 
order” which means that the array is stored as a linear structure with the 
lower array indices incrementing faster than higher indices. 
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2. Four basic MPI Commands 
Every MPI program requires a minimum of six commands to enable 
communication between processes. Four of these are non-communication 
commands; they are required to start and stop MPI and to provide 
information about the rank of each process and the number of processes. 
These will be discussed here, together with a routine to find the hostname 
of a processor. The remaining two commands for sending and receiving 
data will be discussed in the next chapter. 

2.1. Initializing and terminating MPI 

The following two routines respectively start and stop MPI for the calling 
process. They are local operations and do not depend on other processes. 
MPI_INIT establishes the MPI environment whereas MPI_FINALIZE cleans 
up all MPI state.  

MPI_INIT 

This routine must be called before any other MPI routine. It must be called 
at most once; subsequent calls are erroneous (see MPI_INITIALIZED). 

MPI_FINALIZE 

Once this routine is called, no MPI routine (not even MPI_INIT) should be 
called1. The user must ensure that all pending communications involving a 
process completes before the process calls MPI_FINALIZE.  

For both routines the return code value for successful completion is 
MPI_SUCCESS. Other error codes are implementation dependent. 

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node151.html#Node151 

int MPI_Init(int *argc, char ***argv) 

int MPI_Finalize(void) 

C binding 

 

MPI_INIT(IERROR) 

INTEGER IERROR 

MPI_FINALIZE(IERROR) 

INTEGER IERROR 

  Fortran binding 

2.2. Rank of a process and the number of processes started. 

Each process is in at least one group, determined by the communicator 
comm and has a rank within the group. The value of the rank is obtained 
with MPI_COMM_RANK:  

MPI_COMM_RANK(comm, rank)  
[ IN comm] communicator (handle)  
[ OUT rank] rank of the calling process in group of comm (integer)  

                                                
1 This is not completely true, the only exception is the routine MPI_FINALIZED 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node151.html#Node151
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The total number of processes started by MPI in a group associated with 
the communicator comm is returned with the MPI_COMM_SIZE routine: 

MPI_COMM_SIZE(comm, size)  
[ IN comm] communicator (handle)  
[ OUT size] number of processes in the group of comm (integer)  

 

int MPI_Comm_rank(MPI_Comm comm, int *rank)  

int MPI_Comm_size(MPI_Comm comm, int *size) 

C binding 

 

MPI_COMM_RANK(COMM, RANK, IERROR) 

INTEGER COMM, RANK, IERROR 

MPI_COMM_SIZE(COMM, SIZE, IERROR) 

INTEGER COMM, SIZE, IERROR 

Fortran binding 

 

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-
html/node101.html#Node101 

2.3. The “world” communicator MPI_COMM_WORLD 

The two routines to start and stop the MPI environment, MPI_INIT and 
MPI_FINALIZE respectively, do not have a communicator argument as 
MPI_COMM_RANK and MPI_COMM_SIZE have. The former routines 
encompass all the processes that started the program and these are by 
default in the “world” communicator which is represented by the special 
MPI constant MPI_COMM_WORLD. 

Below is a simple example that prints some text, the number of processes 
started and the rank of each process in the group associated with the 
"world" communicator. It is a "parallel" program without explicitly sending 
and receiving messages.  

Example 

Fortran 

PROGRAM main 

INCLUDE "mpif.h" 

    INTEGER :: err, size, rank    

    CALL MPI_INIT(err) 

    ! error handling: 

    IF (err /= MPI_SUCCESS) STOP 'Initialization of MPI 

failed!' 

    CALL MPI_COMM_RANK(MPI_COMM_WORLD, rank, err) 

    CALL MPI_COMM_SIZE(MPI_COMM_WORLD, size, err)      

    PRINT*, 'Hello World from process ', rank, ' of ', size, 

' processes'     

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node101.html#Node101
http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node101.html#Node101
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    CALL  MPI_FINALIZE(err)     

END PROGRAM 

 

C 

#include "mpi.h" 

int main(int argc, char** argv) 

{ 

   int err, size, rank; 

   MPI_Status status; 

   err = MPI_Init(&argc, &argv); 

   /* error handling: */ 

   if (err != MPI_SUCCESS)  

   { 

      printf("Initialization of MPI failed!\n"); 

      return 1; 

   } 

   /* from now on the return values of MPI functions will be 

ignored */ 

   err = MPI_Comm_rank(MPI_COMM_WORLD, &rank); 

   err = MPI_Comm_size(MPI_COMM_WORLD, &size);    

   printf("Hello World from process %d of %d processes\n", 

rank, size);    

   err = MPI_Finalize();             

   return 0; 

}    

 

2.4. Hostname or processor name for a process 

MPI provides a routine to discover the name of the host (processor) on 
which a process is executing. 

MPI_GET_PROCESSOR_NAME( name, resultlen )  
[ OUT name] A unique variable to receive the name of the node.  
[ OUT resultlen] number of printable characters returned for name 

The argument name must represent storage that is at least 
MPI_MAX_PROCESSOR_NAME characters long and the routine may 
write up to this many characters into name. The number of characters 
actually written is returned in the output argument, resultlen.  

 

int MPI_Get_processor_name(char *name, int *resultlen) 

C binding 

MPI_GET_PROCESSOR_NAME( NAME, RESULTLEN, IERROR) 

CHARACTER*(*) NAME 

INTEGER RESULTLEN,IERROR 

Fortran binding 
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2.5. Exercises 

1. Write a simple program, "hello", in either Fortran or C that prints the 
message "Hello world" (i.e. without use of MPI). 

2. Rewrite the program as an MPI program "hello1" using the MPI start 
and stop routines. Execute it concurrently on one or more processes. 
(Use mpirun -np 4 hello1) 

3. Modify it to "hello2" such that it prints the number of processes and the 
rank of each process, i.e. each process prints the message "Hello world 
from process --- with rank --- of ---  processes.” 

4. Modify it as "hello3" in such a way that only the master (root) process 
prints the number of processes, the other processes only print their 
rank. Is it essential to define the process with rank 0 as root? (Hint: 
What would happen if the rank of root were greater than zero and the 
program run with less processes than that rank plus one?) 

5. Modify "hello3" of the previous exercise such that each process also 
prints the name of the host processor. 
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3. Basic Point to Point Communication 
Point to point communication in MPI is the transmission of data between a 
pair of cooperating processes, one side sending and the other receiving. 
This is the basic form of communication in MPI and performed with the 
MPI_SEND and MPI_RECV routines. These two routines, together with the 
four initialization and state commands of the previous chapter, are sufficient 
to create a parallel program with MPI.  
 
In this chapter the basic use of MPI_SEND and MPI_RECV will be shown, 
namely communication between a root process and all other processes. In 
particular, the root process sends data to all other processes and receives 
data back from the other, non-root processes. Point to point communication 
between any pair of processes within a communicator group will be 
explained in Chapter 8 on intermediate communication. The MPI_SEND 
and MPI_RECV routines are blocking operations and this term will be 
explained in a section on communication modes in Chapter 6. 

3.1. The basic send and receive operations 

The synopsis of the blocking send operation is:  

MPI_SEND (buf, count, datatype, dest, tag, comm)  
[ IN buf] start address of send buffer (choice)  
[ IN count] number of elements to be send from the buffer (nonnegative 
integer)  
[ IN datatype] datatype of each element of the send buffer (handle)  
[ IN dest] rank of the destination (receiver) process (integer)  
[ IN tag] message tag (integer)  
[ IN comm] communicator (handle) 

 (Ref: http://www.mpi-forum.org/docs/mpi-11-html/node31.html#Node31) 

The synopsis of the blocking receive operation is:  

MPI_RECV (buf, count, datatype, source, tag, comm, status)  
[ OUT buf] start address of receive buffer (choice)  
[ IN count] number of elements to be received in the buffer (integer)  
[ IN datatype] datatype of each element in the receive buffer (handle)  
[ IN source] rank of the source (sender) process (integer)  
[ IN tag] message tag (integer)  
[ IN comm] communicator (handle)  
[ OUT status] status object (Status) 

 (Ref: http://www.mpi-forum.org/docs/mpi-11-html/node34.html#Node34) 

The send and receive buffers consists of a memory segment, buf, 
containing count consecutive elements all of the same type as specified by 
datatype, starting at address buf. The length of the received message can 
be less than or equal to the length of the receive buffer as specified with 
count. An overflow error occurs if all incoming data does not fit, without 
truncation, into the receive buffer. If a message that is shorter than the 
receive buffer arrives, then only those memory locations corresponding to 
the (shorter) message are modified. 
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The source parameter in MPI_RECV can have a MPI wildcard value, 
MPI_ANY_SOURCE, which means that a message will be accepted 
irrespective of the source process. The tag wildcard value MPI_ANY_TAG 
plays a similar role for the tag parameter. 

The status parameter is described in the next section. 

 

int MPI_Send(void* buf, int count, MPI_Datatype datatype, int 

dest, int tag, MPI_Comm comm) 

int MPI_Recv(void* buf, int count, MPI_Datatype datatype, int 

source, int tag, MPI_Comm comm, MPI_Status *status) 

C binding 

MPI_SEND(BUF, COUNT, DATATYPE, DEST, TAG, COMM, IERROR) 

<type> BUF(*)  

INTEGER COUNT, DATATYPE, DEST, TAG, COMM, IERROR 

MPI_RECV(BUF, COUNT, DATATYPE, SOURCE, TAG, COMM, STATUS, 

IERROR) 

<type> BUF(*)  

INTEGER COUNT, DATATYPE, SOURCE, TAG, COMM, 

STATUS(MPI_STATUS_SIZE), IERROR 

Fortran binding 

 

3.2. The return status of a received message 

The status parameter of the MPI_RECV routine is a compound object that 
encapsulates generic information about the received message, including 
the rank of the source process, the tag and an error state. The first two are 
useful if wildcard values are used for the source or tag parameters. 

The description of status is language specific: 

 In C, status is a structure that contains three fields named 
MPI_SOURCE, MPI_TAG, and MPI_ERROR; the structure may 
contain additional fields. Thus, status.MPI_SOURCE, 
status.MPI_TAG and status.MPI_ERROR contain the source, tag, 
and error code, respectively, of the received message.  

 In Fortran, status is an array of type INTEGER of size 
MPI_STATUS_SIZE. The constants MPI_SOURCE, MPI_TAG and 
MPI_ERROR are the array indices of the entries that store the 
source, tag and error fields. Thus, the array elements 
status(MPI_SOURCE), status(MPI_TAG) and status(MPI_ERROR) 
contain, respectively, the source, the tag and the error code of the 
received message. 

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node35.html 

 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node35.html
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3.3. Examples 

Example 1 

This is a simple example of message passing between the root process 
and other processes. The root process accepts the messages in strict 
order, according to the rank of the sending process. 

Fortran 

PROGRAM main 

IMPLICIT NONE    

 

INCLUDE "mpif.h" 

 

   INTEGER :: err, size, rank, status(MPI_STATUS_SIZE) 

   INTEGER, PARAMETER :: len_msg = 32 

   CHARACTER(LEN = len_msg) :: message 

   INTEGER i 

 

   CALL MPI_INIT(err) 

   CALL MPI_COMM_SIZE(MPI_COMM_WORLD, size, err) 

   CALL MPI_COMM_RANK(MPI_COMM_WORLD, rank, err) 

    

   IF (rank == 0) THEN 

      PRINT*, 'Started ', size, ' processes.' 

      DO i = 1, size - 1 

         CALL MPI_RECV(message, len_msg, MPI_CHARACTER, & 

 i, 0, MPI_COMM_WORLD, status, err) 

         PRINT*, 'Root received message "', TRIM(message), & 

 '" from process ', i 

      END DO 

      PRINT*, 'Root received ', size - 1, ' messages.' 

   ELSE 

      WRITE(message, '(A16, 1X, I2)')'Hello world from', rank 

      CALL MPI_SEND(message, len_msg, MPI_CHARACTER, 0, 0, & 

   MPI_COMM_WORLD, err) 

   ENDIF 

       

   CALL MPI_FINALIZE(err) 

    

END PROGRAM 

 

C 

#include "mpi.h" 

int main(int argc, char** argv) 

{ 

   int err, size, rank; 

   MPI_Status status; 

 

   const int len_msg = 32; 

   char message[len_msg]; 

   int i; 

 

   err = MPI_Init(&argc, &argv); 

   err = MPI_Comm_rank(MPI_COMM_WORLD, &rank); 

   err = MPI_Comm_size(MPI_COMM_WORLD, &size); 
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    if (rank == 0) 

    { 

      printf("Started %d processes.\n", size); 

       for (i = 1; i < size; i++) 

       { 

         err = MPI_Recv(message, len_msg, MPI_CHARACTER, i, 

 0, MPI_COMM_WORLD, &status); 

         printf("Root received message %s from process %d\n", 

message, i); 

      } 

      printf("Root received %d messages.\n", size - 1); 

   } 

   else 

   { 

      sprintf(message, "Hello world from %d", rank); 

      err = MPI_Send(message, len_msg, MPI_CHARACTER, 0, 0, 

MPI_COMM_WORLD); 

   } 

       

   err = MPI_Finalize(); 

             

   return 0; 

} 

 

Example 2 

Numerical integration with the midpoint or rectangle rule can be used as an 
approximation to the definite integral 

 

This rule can be extended to a composite rule by subdividing the interval 

into  equal subintervals of width  and applying the rule to 

each subinterval 

 

A serial code that implements this could look like this 

 

SUBROUTINE midpointrule(lower, upper, f, rectangles, area) 

IMPLICIT NONE 

DOUBLE PRECISION, INTENT(IN) :: lower, upper 

INTERFACE 

   FUNCTION f(x) 

   DOUBLE PRECISION, INTENT(IN) :: x 

   DOUBLE PRECISION :: f 

   END FUNCTION 

END INTERFACE 

INTEGER, INTENT(IN) :: rectangles 

DOUBLE PRECISION, INTENT(OUT) :: area 

   DOUBLE PRECISION :: width 

   INTEGER :: i 

   area = 0.0D0 

   width = (upper - lower) / rectangles 
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   DO i = 1, rectangles 

      area = area + width * f(lower + (i - 0.5) * width) 

   END DO 

END SUBROUTINE 

 

An example of a function to integrate is 

 
and a serial program to call the integration routine is 

 
PROGRAM main 

IMPLICIT NONE 

EXTERNAL fnx 

DOUBLE PRECISION :: fnx 

DOUBLE PRECISION :: a, b, area 

INTEGER :: rectangles 

 a = 1.0D0 

 b = 4.0D0 

 rectangles = 100 

   CALL midpointrule(a, b, fnx, rectangles, area) 

 PRINT*, 'Approximate integral is ', area 

END PROGRAM 

 

A simple parallel form is to distribute the rectangle over the processes, i.e. 
the number of rectangles equals the number of processes. In the following 
example all processes use the midpoint rule on a subsection of the interval. 

 

Example 3 

 
PROGRAM main 

IMPLICIT NONE 

INCLUDE 'mpif.h' 

EXTERNAL fnx 

DOUBLE PRECISION :: fnx 

DOUBLE PRECISION :: lower, upper, area, width, a, b, subarea 

INTEGER :: proc, rectangles 

INTEGER :: comm, rank, nprocs, err, status(MPI_STATUS_SIZE),       

dest 

comm = MPI_COMM_WORLD 

lower = 1.0D0 

upper = 4.0D0 

rectangles = 100 

  

CALL MPI_INIT(err) 

CALL MPI_COMM_RANK(comm, rank, err) 

CALL MPI_COMM_SIZE(comm, nprocs, err) 

  

width = (upper - lower) / nprocs 

a = lower + rank * width   

b = lower + (rank + 1) * width 

CALL midpointrule(a, b, fnx, rectangles, subarea) 

    

IF (rank == 0) THEN 

  area = subarea ! first root’s subinterval 

  DO proc = 1, nprocs - 1 ! collect from remaining processes 
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CALL MPI_RECV(subarea, 1, MPI_DOUBLE_PRECISION, &                             

MPI_ANY_SOURCE, 0, comm, status, err) 

   area = area + subarea 

  END DO 

ELSE 

   dest = 0 

   CALL MPI_SEND(subarea, 1, MPI_DOUBLE_PRECISION, dest, 0, & 

      comm, err) 

END IF 

 

IF (rank == 0) THEN 

   PRINT*, 'Approximate integral, using ', nprocs, & 

       ' processes is ', area 

END IF 

CALL MPI_FINALIZE(err) 

 

END PROGRAM 

 

However this is not a flexible approach as the parameters like the 
integration range and the number of rectangles is set in the program. It 
would be more convenient if the parameters could be read from a file or 
provided interactively. In the following program the root process will request 
the parameters and send the values to the other processes. 

 

Example 4 

 
PROGRAM main 

IMPLICIT NONE 

INCLUDE 'mpif.h' 

EXTERNAL fnx 

DOUBLE PRECISION :: fnx 

DOUBLE PRECISION :: lower, upper, area, width, a, b, 

subarea 

INTEGER :: rectangles 

INTEGER :: comm, rank, nprocs, err, 

status(MPI_STATUS_SIZE), dest, src 

 comm = MPI_COMM_WORLD 

  

CALL MPI_INIT(err) 

CALL MPI_COMM_RANK(comm, rank, err) 

CALL MPI_COMM_SIZE(comm, nprocs, err) 

  

IF (rank == 0) THEN 

  PRINT*, 'Enter the number of rectangles per process' 

  READ*, rectangles 

  PRINT*, 'Enter the upper and lower integration limits' 

  READ*, lower, upper 

  DO dest = 1, nprocs - 1 

       CALL MPI_SEND(rectangles, 1, MPI_INTEGER, dest, 1, & 

       comm, err) 

     CALL MPI_SEND(lower, 1, MPI_DOUBLE_PRECISION, dest, 2, 

& 

       comm, err) 

    CALL MPI_SEND(upper, 1, MPI_DOUBLE_PRECISION, dest, 3, 

& 

       comm, err) 

    END DO 
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   ELSE 

    src = 0 

  CALL MPI_RECV(rectangles, 1, MPI_INTEGER, src, 1, & 

    comm, status, err) 

  CALL MPI_RECV(lower, 1, MPI_DOUBLE_PRECISION, src, 2, & 

    comm, status, err) 

  CALL MPI_RECV(upper, 1, MPI_DOUBLE_PRECISION, src, 3, & 

     comm, status, err) 

 END IF 

  

 width = (upper - lower) / nprocs 

 a = lower + rank * width   

 b = lower + (rank + 1) * width 

   CALL midpointrule(a, b, fnx, rectangles, subarea) 

    

   IF (rank == 0) THEN 

    area = subarea ! first the master's subinterval 

    DO src = 1, nprocs - 1 ! collect from remaining 

processes 

     CALL MPI_RECV(subarea, 1, MPI_DOUBLE_PRECISION, 

MPI_ANY_SOURCE, & 

      0, comm, status, err) 

     area = area + subarea 

    END DO 

   ELSE 

    dest = 0 

    CALL MPI_SEND(subarea, 1, MPI_DOUBLE_PRECISION, dest, &   

0, comm, err) 

   END IF 

   IF (rank == 0) THEN 

      PRINT*, 'Approximate integral with ', nprocs, ' 

processes, each using ', & 

         rectangles, ' rectangles is', area 

 END IF 

 CALL MPI_FINALIZE(err) 

END PROGRAM 

 

3.4. Exercises 

1. Code Example 1 as a program "msg1" and run it with up to 10 
processes. Check that the messages received by root are in the order 
of the rank of the sending process. 

2. In "msg1" change the source parameter of the receive function called 
by root to MPI_ANY_SOURCE. Test this program "msg2" with up to 10 
processes and note the order that the messages arrive in. 

3. Write a program "dot1" that calculates the scalar or dot product 

between two vectors  and  each with  components and the values 

 and  respectively. If   is 

chosen as a multiple of the number  of requested processes, each 

process has to set up the two vectors, set its local length as  and 

base its starting index on its rank, and computes its partial sum and 
sends this to root, process 0. Besides computing its own contribution, 
root receives the partial sums from all the other processes, adds them 
up and prints the final result.  

Use the formula for the sum, , to check the 

result. 
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4. Collective Communication 
Although the send and receive routines introduces in Chapter 3 are 
sufficient to build a working parallel program, usually communication 
patterns are required that involve all processes in a communicator group 
cooperating as in a single operation. For example in Example 4 of 
Section 3.3 the initial data is send by the root process sequentially to all 
other processes for initialization. After each process has computed its 
partial sum all processes return the result to be combined as by the root 
process into an overall result. In both cases the time the communication 
operation takes until completion is linearly proportional to the number of 
processes involved. The MPI forum realized that these types of “global” 
communication operations are a recurring theme in parallel programs and a 
number of routines were included in the MPI specification to implement 
these collective tasks. The advantage is that the provider of the MPI library 
has the freedom to choose an algorithm that provides the most efficient 
implementation for the system. 

4.1. Global synchronization with the barrier operation 

The global nature of collective communication requires a synchronisation 
mechanism. This means that all processes involved in the communication 
process must have reached the same point in the program before the 
communication can start. This is implemented with the MPI_BARRIER 
routine. Its synopsis is  

MPI_BARRIER( comm )  
[ IN comm] communicator (handle)  

MPI_BARRIER blocks the calling routine until all processes in the 
communication group have called it. The routine returns for all processes 
only after all members in the process groups have reached it. 

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node66.html#Node66 

This routine is implicitly called by all the collective communication routines 
but is made available as part of the library for any situation where an 
application program requires it. 

 

int MPI_Barrier(MPI_Comm comm ) 

C binding 

 

MPI_BARRIER(COMM, IERROR)  

INTEGER COMM, IERROR 

Fortran binding 

 

In the following example a group of processes send output in rank order 
(“staggered” output) using global synchronization. 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node66.html#Node66
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Example 
 

 DO i = 0, size - 1 

    CALL MPI_BARRIER(MPI_COMM_WORLD, error) 

    IF (rank == i) THEN 

       PRINT*, 'Hello World from process ', rank, ' of ', size, ' 

processes' 

    END IF 

 END DO 

 

This method can also be used to append output from each process to a 
single file in rank order. 

4.2. Broadcast and global reduction communications 

The first of these is MPI_BCAST. This routine enables one process to 
send, with a single call, the same data to all other processes in the 
communicator group. The synopsis of the broadcast routine is: 

MPI_BCAST( buffer, count, datatype, root, comm )  
[ INOUT buffer] starting address of the message buffer (choice)  
[ IN count] number of elements in buffer (integer)  
[ IN datatype] data type of buffer (handle)  
[ IN root] rank of the process that broadcasts the data (integer)  
[ IN comm] communicator (handle) 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node67.html#Node67 

MPI_BCAST broadcasts the content of buffer from the process with rank 
root to all processes of the group associated with communicator comm, 
including itself. It must be called by all members of that group using the 
same arguments for comm and root. On return, the contents of the root 
process’ buffer have been copied to buffer for all processes. This implies an 
implicit call to MPI_BARRIER to synchronize all processes. 

General, derived data types (Chapter 9) are allowed for datatype. The 
count and datatype parameters on any process must be equal to the 
corresponding parameters on root. This implies that the amount of data 
sent must be equal to the amount received, pair wise between each non-
root process and the root process. 

The operation of sending messages by all processes and receiving, 
collecting and assembling by a single selected process (root) is reduction: 

MPI_REDUCE( sendbuf, recvbuf, count, datatype, op, root, comm)  
[ IN sendbuf] start address of send buffer (choice)  
[ OUT recvbuf] start address of receive buffer (choice, significant only at 
root)  
[ IN count] number of elements in send buffer (integer)  
[ IN datatype] data type of elements of send buffer (handle)  
[ IN op] the reduction operation to be performed (handle)  
[ IN root] rank of root process (integer)  
[ IN comm] communicator (handle) 

Ref: http://www.mpi-forum.org/docs/mpi-11-html/node77.html#Node77 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node67.html#Node67
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MPI_REDUCE combines the elements provided in the input buffer, 
sendbuf, of each process in the group, using the operation op, and returns 
the combined value in the output buffer, recvbuf, of the process with rank 
root. The input buffer is defined by the arguments sendbuf, count and 
datatype; the output buffer is defined by the arguments recvbuf, count and 
datatype; both have the same number of elements, of the same type. The 
routine is called by all group members using the same arguments for count, 
datatype, op, root and comm. Thus, all processes provide input buffers and 
output buffers of the same length, with elements of the same type. Each 
process can provide one element, or a sequence of elements, in which 
case the combined operation is executed element-wise on each entry of the 
sequence.  

The operation op is always assumed to be associative. All built-in 
operations are also assumed to be commutative. Users may define 
operations that are assumed to be associative, but not commutative. The 
“canonical'' evaluation order of a reduction is determined by the ranks of 
the processes in the group. However, the implementation can take 
advantage of associativity, or associativity and commutativity in order to 
change the order of evaluation. This may change the result of the reduction 
for operations that are not strictly associative and commutative, such as 
floating point addition. 

Examples of values for op are MPI_SUM and SUM_PROD, corresponding 
to summation and product operations, respectively. A list of values for the 
MPI operand is given in Appendix B. 

 

C binding 

int MPI_Bcast(void* buffer, int count, MPI_Datatype datatype, int root, 
MPI_Comm comm ) 

int MPI_Reduce(void* sendbuf, void* recvbuf, int count, MPI_Datatype 
datatype, MPI_Op op, int root, MPI_Comm comm) 

Fortran binding 

MPI_BCAST(BUFFER, COUNT, DATATYPE, ROOT, COMM, IERROR)  
<type> BUFFER(*)  
INTEGER COUNT, DATATYPE, ROOT, COMM, IERROR 

MPI_REDUCE(SENDBUF, RECVBUF, COUNT, DATATYPE, OP, ROOT, 
COMM, IERROR)  
<type> SENDBUF(*), RECVBUF(*)  
INTEGER COUNT, DATATYPE, OP, ROOT, COMM, IERROR 

 

In the following example the send and receive combinations of Example 4, 
Section 3.3  are replaced by calls to MPI_BCAST and the accumulation of 
the total area at the root process replaced by a global reduction operation 
MPI_SUM. 
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Example 1 
 

PROGRAM main 

IMPLICIT NONE 

INCLUDE 'mpif.h' 

EXTERNAL fnx 

DOUBLE PRECISION :: fnx 

DOUBLE PRECISION :: lower, upper, area, width, a, b, subarea 

INTEGER :: proc, rectangles 

INTEGER :: comm, rank, nprocs, err, status(MPI_STATUS_SIZE), 

dest, src 

   comm = MPI_COMM_WORLD 

    

   CALL MPI_INIT(err) 

   CALL MPI_COMM_RANK(comm, rank, err) 

   CALL MPI_COMM_SIZE(comm, nprocs, err) 

    

   IF (rank == 0) THEN 

      PRINT*, 'Enter the number of rectangles per process' 

      READ*, rectangles 

      PRINT*, 'Enter the upper and lower integration limits' 

      READ*, lower, upper 

   END IF 

 

   src = 0 

   CALL MPI_BCAST(rectangles, 1, MPI_INTEGER, src, comm, err) 

   CALL MPI_BCAST(lower, 1, MPI_DOUBLE_PRECISION, src, comm, 

err) 

   CALL MPI_BCAST(upper, 1, MPI_DOUBLE_PRECISION, src, comm, 

err) 

    

   width = (upper - lower) / nprocs 

   a = lower + rank * width   

   b = lower + (rank + 1) * width 

   CALL midpointrule(a, b, fnx, rectangles, subarea) 

   

   dest = 0 

   CALL MPI_REDUCE(subarea, area, 1, MPI_DOUBLE_PRECISION, & 

      MPI_SUM, dest, comm, err)   

   IF (rank == 0) THEN 

         PRINT*, 'Approximate integral with ', nprocs, ' 

using ', & 

      rectangles, ' rectangles per process is', area 

   END IF 

 

   CALL MPI_FINALIZE(err) 

END PROGRAM 

 

4.3. The scatter and gather communication patterns 

Usually initial data is available only on one of the processors, for example 
by reading in from a file or interactively. This data then has to be send to all 
processors for processing or it has to be divided up and each process 
receives part of the initial data. The MPI_BCAST operation provides for the 
former case identical data to all processes in the communicator group 
which may not be required. The MPI_SCATTER operation enables 
distributing data over processes originating from a single process (root). 
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Once the parallel computations have been executed often the results have 
to be merged and for this the MPI_GATHER operation is available.  

4.3.1. MPI_SCATTER 

A process can use this routine to send adjacent segments of data in a 
buffer across all processes in its group. The synopsis is 

MPI_SCATTER( sendbuf, sendcount, sendtype, recvbuf, recvcount, 
recvtype, root, comm)  
[ IN sendbuf] start address of send buffer, relevant only at root (choice)  
[ IN sendcount] number of elements sent to each process, significant only 
at root (integer)  
[ IN sendtype] data type of send buffer elements (significant only at root) 
(handle)  
[ OUT recvbuf] start address of receive buffer (choice)  
[ IN recvcount] number of elements in receive buffer (integer)  
[ IN recvtype] data type of receive buffer elements (handle)  
[ IN root] rank of sending process (integer)  
[ IN comm] communicator (handle)  

This content of the send buffer is split into size equal segments, where size 
is the number of processes. The ith segment, starting with segment 0, is 
sent to the ith process in the group, and received with the parameters 
recvbuf, recvcount and recvtype.  

All arguments to the function are significant on process root, while on other 
processes, only arguments recvbuf, recvcount, recvtype, root and comm 
are significant. The arguments root and comm must have identical values 
on all processes.  

Note: Usually sendtype and recvtype are the same and sendcount should 
have the same value as recvcount, namely the length of the segment that is 
communicated. This implies that the actual length of sendbuf must at least 
be the number of processes times the value of recvcount, it is erroneous to 
set it to sendcount.  

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-
html/node71.html#Node71 

 
Example 2 

In exercise 3.4-3 the vectors  and  were initialized on all processes. 
Instead the scatter operation could have been used to provide each 
process with a segment of the vector. For example in a MPI_SCATTER 

operation with  equal to 20 and 4 processes, the elements  

would be send to process 0,  to process 1 and so on (using 

the default Fortran indexing for the Fortran version). The start and length of 
the segment that a process receives is fixed by its rank. 

4.3.2. MPI_GATHER 

The operation that is the inverse of MPI_SCATTER is the MPI_GATHER 
routine. This routine is used to collect data from all processors in a group. It 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node71.html#Node71
http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node71.html#Node71
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has the same list of parameters but now with a different meaning. Its 
synopsis is 

MPI_GATHER( sendbuf, sendcount, sendtype, recvbuf, recvcount, 
recvtype, root, comm)  
[ IN sendbuf] start address of send buffer (choice)  
[ IN sendcount] number of elements in send buffer (integer)  
[ IN sendtype] data type of send buffer elements (handle)  
[ OUT recvbuf] start address of receive buffer (choice, significant only at 
root)  
[ IN recvcount] number of elements for any single receive (integer, 
significant only at root)  
[ IN recvtype] data type of recv buffer elements (significant only at root) 
(handle)  
[ IN root] rank of receiving process (integer)  
[ IN comm] communicator (handle)  

Each process (the root process included) sends the contents of its sendbuf 
to the root process. The root process receives the messages and stores 
them in rank order in recvbuf.  

General, derived data types are allowed for both sendtype and recvtype. 
The amount of data sent must be equal to the amount of data received, pair 
wise between each process and root. 

All arguments to the function are significant on process root, while on other 
processes, only arguments sendbuf, sendcount, sendtype, root and comm 
are significant. The arguments root and comm must have identical values 
on all processes.  

Note: The recvcount argument at root indicates the number of items it 
receives from each process, not the total number of items it receives. 
Therefore the actual length of recvbuf must be at least the product of the 
number of processes and sendcount. 

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-

html/node69.html#Node69 

4.3.3. Summary 

 

int MPI_Scatter(void* sendbuf, int sendcount, MPI_Datatype 

sendtype, void* recvbuf, int recvcount, MPI_Datatype 

recvtype, int root, MPI_Comm comm) 

int MPI_Gather(void* sendbuf, int sendcount, MPI_Datatype 

sendtype, void* recvbuf, int recvcount, MPI_Datatype 

recvtype, int root, MPI_Comm comm) 

C binding 

 

 

 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node69.html#Node69
http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node69.html#Node69
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MPI_SCATTER(SENDBUF, SENDCOUNT, SENDTYPE, RECVBUF, RECVCOUNT, 

RECVTYPE, ROOT, COMM, IERROR)  

<type> SENDBUF(*), RECVBUF(*)  

INTEGER SENDCOUNT, SENDTYPE, RECVCOUNT, RECVTYPE, ROOT, COMM, 

IERROR 

MPI_GATHER(SENDBUF, SENDCOUNT, SENDTYPE, RECVBUF, RECVCOUNT, 

RECVTYPE, ROOT, COMM, IERROR)  

<type> SENDBUF(*), RECVBUF(*)  

INTEGER SENDCOUNT, SENDTYPE, RECVCOUNT, RECVTYPE, ROOT, COMM, 

IERROR 

Fortran binding 

4.4. Further routines 

The library provides a number of variants of these routines, notably 
MPI_ALLREDUCE, MPI_ALLGATHER and MPI_ALLTOALL. 

 

4.5. Exercises 

1. Rewrite the program “hello2” of Exercise 2.5-3 with MPI_BARRIER 
such that the processes print the message in rank order. 

2. Rewrite the program "dot1" of Exercise 3.4-3 as "dot2", using broadcast 
of data and global reduction. Only root initializes the two vectors and 
broadcasts these to all other processes, including root itself. Root 
accumulates the partial sums with a global reduction through a single 
call to MPI_REDUCE, using the MPI_SUM operator. 

3. Rewrite the program "dot1" of Exercise 3.4-3 as "dot3" using scatter 
and gather operations. 
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5. Communication Modes and safe Programs  

5.1. Blocking and non-blocking send and receive. 

The point to point send and receive routines differ in how they can manage 
buffering of the message. For example MPI_SEND may wait to return until 
its send buffer can be re-used by the calling application. 

A send or receive operation is called blocking if control is not returned to 
the caller until the message buffer can be modified by subsequent 
statements without affecting the message. For a blocking send there can 
be various scenarios. One possibility is that the send waits until the 
matching receive is able to receive the message. Another possibility is that 
the content of the send buffer is copied by the MPI system into a special 
buffer where it will be kept until it can be received. In that case the send 
message buffer is therefore available again immediately for re-use.  
A non-blocking send will return immediately irrespective of the message 
having been sent: the message is posted. Consequently the send buffer 
should not be modified until the data in the buffer has actually been sent. 
MPI provides special commands to poll whether it is safe to re-use the 
buffer (Chapter 8, Overlapping communication and computation). Note that 
"nonblocking" refers ONLY to whether the message buffer is available for 
re-use after the call returns. No part of the MPI specification mandates 
concurrent operation of data transfers and computation.  

5.2. The different modes and their meaning 

MPI has a four different send “modes." These represent different choices of 
buffering (where is the data kept until it is received) and synchronization 
(when does a send complete).  

 Standard mode routine, MPI_SEND. 
This is the common practice mode of communication. Calls to sends 
will block until the message buffer can be reused, then the send will 
return to the caller. The system decides whether messages should 
be buffered. If the system does not implement buffering, or if the 
buffer space is not enough to contain the message, the send 
operation will not complete until the matching receive has started 
and received the message. 

 Synchronous mode routine, MPI_SSEND. 
In this mode send will block until the matching receive has been 
posted and started receiving the data. This does not rely on system 
buffering, and will not return until the matching receive has been 
completed. 

 Buffered mode routine MPI_BSEND. 
This mode requires the programmer to provide a buffer to the send 
and receive. This routine will be non-blocking because the buffer will 
store the message until it can be received. Should be used only 
when absolutely necessary. 
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 Ready mode.  
For send operations this enables the programmer to notify that the 
receiving operation has been posted. The receive operations must 
have been posted, before the corresponding send is initiated. 

There is only one receive mode, the standard receive, MPI_RECV which 
can match any of the send modes. 

In practice the first two send modes are used most widely and only these 
will be discussed here. For more details on the other modes see  

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-
html/node40.html#Node40 

5.3. Standard mode 

This is provided by the MPI_SEND function used up to now. Use of 
MPI_SEND allows the MPI implementation the maximum flexibility in 
choosing how to deliver the data.  

5.4. Synchronous mode 

This mode has the same arguments as the standard send  

MPI_SSEND (buf, count, datatype, dest, tag, comm)  
[ IN buf] initial address of send buffer (choice)  
[ IN count] number of elements in send buffer (integer)  
[ IN datatype] datatype of each send buffer element (handle)  
[ IN dest] rank of destination (integer)  
[ IN tag] message tag (integer)  
[ IN comm] communicator (handle)  

int MPI_Ssend(void* buf, int count, MPI_Datatype datatype, 

int dest, int tag, MPI_Comm comm)  

C binding 

MPI_SSEND(BUF, COUNT, DATATYPE, DEST, TAG, COMM, IERROR) 

<type> BUF(*)  

INTEGER COUNT, DATATYPE, DEST, TAG, COMM, IERROR  

Fortran binding 

This sends in synchronous mode. 

Ref: http://www.mpi-forum.org/docs/mpi-11-html/node40.html#Node40 

5.5. Unsafe programs and the problem of deadlock  

Consider the following communication pattern of sending a message from 
process 0 to 1 and from process 1 to 0.  

process 0 process 1 

MPI_SEND to process 1 
MPI_RECV from process 1 

MPI_SEND to process 0 
MPI_RECV from process 0 

 

Both processes will start sending, and if MPI_SEND returns for one of the 
processes, the communication can proceed. However this is not 
guaranteed, if the send message is not buffered neither will return and 
neither will be able to receive a message. This is an example of deadlock. 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node40.html#Node40
http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node40.html#Node40
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To illustrate this with a code example, consider the following combination of 
send and receive between two processes: 

Example 

IF (rank == 0) THEN ! this communicates with process 1 

   message = 'Hello from process 0' 

   PRINT*, 'Process 0 starts sending' 

   CALL MPI_SEND(message, LEN(message), MPI_CHARACTER, 1, tag1, & 

             MPI_COMM_WORLD, error) 

   PRINT*, 'Process 0 starts receiving' 

   CALL MPI_RECV(message, LEN(message), MPI_CHARACTER, 1, tag2, & 

            MPI_COMM_WORLD, status, error) 

   PRINT*, 'Process 0 received the message "', TRIM(message), '"' 

ELSE IF(rank == 1) THEN ! this communicates with process 0 

         message = 'Hello from process 1' 

         PRINT*, 'Process 1 starts sending' 

   CALL MPI_SEND(message, LEN(message), MPI_CHARACTER, 0, tag2, & 

             MPI_COMM_WORLD, error) 

   PRINT*, 'Process 1 starts receiving' 

   CALL MPI_RECV(message, LEN(message), MPI_CHARACTER, 0, tag1, & 

            MPI_COMM_WORLD, status, error) 

   PRINT*, 'Process 1 received the message "', TRIM(message), '"' 

END IF 

 

On most systems this communication pattern will work but that is fortuitous 
because it depends on capability of the system being able to buffer the 
message. If the system is able to copy the messages from the processes in 
a local (system) buffer, the sends can return because the system will at 
some stage take care of sending the message. If the MPI_SEND were 
replaced by a synchronous send, MPI_SSEND then the communication 
would deadlock as both processes want to send first and the MPI_SSEND 
will not return because the matching receive cannot be started on the 
partner process. The program is "not safe" but the solution is simple: 
interchanging the order of the send and receive for one of the processes 
will match the MPI_SSEND to a corresponding MPI_RECV and the 
communication can proceed. 

In development work it is good practice to use the synchronous send 
everywhere where a blocking send will be used. Once the program is 
tested and safe, the blocking send can be used to take advantage of any 
efficiency implemented in the MPI library. 

The above example can be made safe by matching the send and receive 
routine calls, e.g. 

process 0 process 1 

MPI_SEND to process 1 
MPI_RECV from process 1 

MPI_RECV from process 0 
MPI_SEND to process 0 
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5.6. The combined send-receive function 

An alternative solution to make the communication between a pair of 
processes safe is with a send-receive operation. Pairing send and receive 
operations are a way to avoid deadlock and this functionality is provided by 
MPI_SENDRECV. This routine combines in one call the sending of a 
message to one destination and the receiving of another message, from 
another process. The two (source and destination) are allowed to be the 
same. 

MPI_SENDRECV does not require system buffering, because the MPI 
library will pair the send and receive and can try to arrange the 
communication such that no deadlock occurs. However it requires both a 
send and receive buffer as arguments and is still a blocking routine, like 
MPI_SEND and MPI_RECV. 

A send-receive operation is very useful for executing a shift operation 
across a chain of processes. If separate blocking sends and receives are 
used for such a shift, then one needs to order the sends and receives 
correctly (for example, even processes send, then receive, odd processes 
receive first, then send) so as to prevent the cyclic dependencies that may 
lead to deadlock as shown previously. When a send-receive operation is 
used, the MPI library takes care of these issues.  

A message sent by a send-receive operation can be received by a regular 
receive operation; a send-receive operation can receive a message sent by 
a regular send operation.  

MPI_SENDRECV(sendbuf, sendcount, sendtype, dest, sendtag, recvbuf, 
recvcount, recvtype, source, recvtag, comm, status)  
[ IN sendbuf] initial address of send buffer (choice)  
[ IN sendcount] number of elements in send buffer (integer)  
[ IN sendtype] type of elements in send buffer (handle)  
[ IN dest] rank of destination (integer)  
[ IN sendtag] send tag (integer)  
[ OUT recvbuf] initial address of receive buffer (choice)  
[ IN recvcount] number of elements in receive buffer (integer)  
[ IN recvtype] type of elements in receive buffer (handle)  
[ IN source] rank of source (integer)  
[ IN recvtag] receive tag (integer)  
[ IN comm] communicator (handle)  
[ OUT status] status object (Status)  

This executes a blocking send and receive operation. Both send and 
receive use the same communicator, but possibly different tags. The send 
buffer and receive buffer must not overlap and may have different lengths 
and contain different data types. To use the same buffer the 
MPI_SENDRECV _REPLACE routine is available. 

Ref: http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-
html/node52.html#Node52  

 

int MPI_Sendrecv(void *sendbuf, int sendcount, MPI_Datatype 

sendtype, int dest, int sendtag, void *recvbuf, int 

recvcount, MPI_Datatype recvtype, int source, MPI_Datatype 

recvtag, MPI_Comm comm, MPI_Status *status) 

C binding  

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node52.html#Node52
http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node52.html#Node52
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MPI_SENDRECV(SENDBUF, SENDCOUNT, SENDTYPE, DEST, SENDTAG, 

RECVBUF, RECVCOUNT, RECVTYPE, SOURCE, RECVTAG, COMM, STATUS, 

IERROR) 

<type> SENDBUF(*), RECVBUF(*)  

INTEGER SENDCOUNT, SENDTYPE, DEST, SENDTAG, RECVCOUNT, 

RECVTYPE, SOURCE, RECV TAG, COMM, STATUS(MPI_STATUS_SIZE), 

IERROR 

 Fortran binding  
 

5.7. Exercises 

1. Write a program "unsafe1" using the above example code and test 
whether it deadlocks. 

2. Rewrite the program as "unsafe2" by replacing all blocking send by 
synchronous sends. 

3. Make program "unsafe1" safe by matching pairs of sends and receives 
("safe1"). 

4. Make program "unsafe1" by using send-receives ("safe2"). 
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6. Performance of Parallel Programs and timing in MPI 

6.1. Speedup and Efficiency of Parallel Programs 

The performance of a parallel program can be expressed in terms of the 
speedup. In its simplest form this can be defined as the ratio of time that a 

parallel program takes on a single processor, , to the time that the 

same program takes on  processors, . Here  stands for the size of 

the problem or task that the program has to execute. 

 

Ideally the speedup should be equal to the number of processors,  . 

Another way of looking at this is by comparing the total amount of time 
used by all processors together, with the time that it takes on a single 
processor. This is expressed as the efficiency which is also the ratio of the 
number of processors and the speedup1 

 

In the case of ideal speedup the efficiency will be1. 

6.2. Strong and weak scaling 

Strong scaling describes the situation where the number of processors 
increases but the problem size remains fixed. It was pointed out by Amdahl 
that in this case the parallelization of a program gives diminishing returns if 
the number of processors increases because almost every program will 
contain a fraction of code that cannot be parallelized. For example, if the 
fraction of the wall clock time a program spends in serial code is f then the 

remaining time (1-f)  can be reduced by using p processors. The time 

used with p processors will then be f  + (1-f)  and the speedup 

becomes independent of problem size 

  

 
 

(Amdahl’s Law) 

A graph of this function shows that with increasing number of processors 

(p) and fixed problem size  the increase of speedup slows down and 

ultimately reaches the upper value 1/f. 

This would suggest that there is no advantage in using large multi-
processor machines for solving computationally intensive problems. This is 
based on the assumptions underlying Amdahl’s Law which are not 
necessarily realistic. In particular because it assumes that the problem size 
remains constant. In practice multi-processor computers are used not only 

                                                
1 Note: This is sometimes defined as ratio of speedup and number of processors. 
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to solve complex problems faster but also to be able to tackle bigger size 
problems. This is described as weak scaling where the problem size is also 
increased in proportion with the number of processors.   
Assuming that the serial part of the code is not proportional to the total time 

but is a constant, , the total serial time can be written as  

 where  is the part of the serial code that can be 

parallelized and does depend on the problem size. Then the time for   

processors becomes  and the speedup becomes 

 

  

 

(Gustafson’s Law) 

For a fixed number of processors and increasing problem size the speedup 
approaches the number of processors 

 

6.3. Timing with MPI 

MPI has two functions to measure the execution time of a MPI program. 
These are 

MPI_WTIME() 

This routine returns the elapsed wall-clock time in seconds since some time 
in the past as a double precision decimal number. The wall-clock time is the 
time the program takes without specifying where it does this. To measure 
the time elapsed between two points in a program can be found by placing 
the code within two calls to this routine and finding the difference in the 
return values.  

The time in MPI is intrinsically reported in number of ticks, and the time 
interval between ticks is the resolution. The resolution of the MPI time 
measurement can be found with 

MPI_WTICK() 

and this routine returns the resolution of MPI_WTIME in seconds as a 
double precision decimal value.  

 (Ref http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-
html/node150.html#Node150) 

 

double MPI_Wtime(void) 

double MPI_Wtick(void) 

C binding 

DOUBLE PRECISION MPI_WTIME() 

DOUBLE PRECISION MPI_WTICK() 

Fortran binding 

http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node150.html#Node150
http://www.mpi-forum.org/docs/mpi-1.1/mpi-11-html/node150.html#Node150
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Example 

    DOUBLE PRECISION :: start_time, finish_time 

    start_time = MPI_WTIME() 

   ... code to time ... 

   finish_time = MPI_WTIME() 

   PRINT*, ‘Time used is ‘,finish_time - start_time, ‘ 

seconds’ 

   PRINT*, ‘Timer resolution is ‘, MPI_WTICK( ), ‘ seconds’ 

6.4. Exercises 

1. Write a program “pingpong1” in which two processes repeatedly pass 
a message back and forth with MPI_SEND and MPI_RECEIVE. 
Use the MPI_WTIME( ) routine to report the time between the “ping 
pong” of the message. Starting with a message of one byte (MPI 
predefined type MPI_BYTE) repeat the “ping pong” doubling the 
length of the message every time. Plot the time against the length of 
the message. 

2. Repeat 1. but with the synchronized send routine. 
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7. Intermediate Point to Point Communication 
In this chapter communication between all processes is illustrated with an 
example of solving the heat equation numerically. 

7.1. Example: the heat equation 

Consider the heat equation where  is the temperature in the point x at 

time t, in one dimension on the interval for x from 0 to 1 with boundary 
conditions U(0,t)=U(1,t)=0 for all t > 0 and a given initial condition at t=0: 

  

   (boundary condition) 

   (initial condition) 

One way to solve this equation numerically is to approximate all the 
derivatives by finite differences. The x range is partitioned using an uniform 
grid x0,...,xJ with steps of size h and time is discretized using an uniform 
grid t0,....,tN with step size k. The values 

 

will represent the numerical approximation of U(xj,tn). 

Using a forward difference for the time derivative at time tn and a second-
order central difference for the space derivative at position xj we get the 
recurrence equation: 

 

This is an explicit method for solving the one-dimensional heat equation. By 

solving the above equation for  a recurrence relation is obtained: 

    

where . 

Once the values for  are known at time  the corresponding values at 

time  can be obtained using this recurrence relation. The end point 

values at x = 0 and x = 1,  and  resp., must be replaced by the 

boundary conditions for all time steps, in this example both are 0. 

This explicit method is known to be numerically stable and convergent if the 
condition 

 . 

holds. 

This program can be coded as a serial program but can also illustrate 
issues when attempting to parallelize it. The mesh points can be distributed 
over processes and each process applies the recurrence relation to its 
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subset of the mesh. For this example 16 internal points (17 intervals) are 
used for the x grid that can be evenly distributed over 4 processes. 
Indicating the end and internal points with the letters e and x respectively 
we have the following grid of points: 

 

 
e     x     x     x     x     x     x     x     x     x     x     x     x     x     x     x     x     e 
 
Each process is assigned a section of the mesh. 
 
e     x     x     x     x     g                  g     x     x     x     x     g                   
                           g     x     x     x     x     g                  g     x     x     x     x     e 
 

Since the evaluation of at the endpoints of the sub-mesh requires a 
value that has been assigned to a neighbour, each sub-mesh has two 
additional endpoints, usually called ghost points or halos. After each time 
step, the values in the ghost points have to be updated before the next time 
step starts. This exchange of messages can be done with pairs of send and 
receive calls. 

7.2. Exercises 

1. Using the serial program fdeq.f90 as basis, implement a parallel version 
of the finite difference scheme for solving the heat equation with initial 
condition  u(x,0) = 100*sin(pi*x) 
 
Sample output from the serial code: 
 
 Enter number of intervals 
13 
 Time step should be less than    2.9585802E-03 
 Enter stop time and the time step 
0.5 1e-3 
   x     finite diff       exact 
0.0769   0.172060       0.173825     
0.1538   0.334121       0.337548     
0.2308   0.476764       0.481654     
0.3077   0.591700       0.597768     
0.3846   0.672248       0.679141     
0.4615   0.713727       0.721046     
0.5385   0.713727       0.721046     
0.6154   0.672247       0.679141     
0.6923   0.591700       0.597767     
0.7692   0.476765       0.481654     
0.8462   0.334121       0.337548     
0.9231   0.172060       0.173825     
 t =    0.4989972      r =    0.1690000     
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8. Overlapping Communication and Computation 
Performance on many systems can be improved by overlapping 
communication and computation. Interconnecting networks between 
processors can be orders of magnitude slower than the processors and it is 
therefore a waist of computing cycles if a send or receive blocks the 
running process. 

8.1. Nonblocking communication 

A nonblocking send or receive only starts or posts, the communication 
operation. The MPI routine then returns more or less immediately and the 
program can continue with the next statement. This requires at least two 
calls to MPI routines: an initial one to start the sending process and a 
second to detect completion of the send and receive operations. Between 
these calls the process can continue executing any tasks that do not 
interfere with the send buffer. The completion of the calls is thus deferred 
until the outcome of the communication is required. When at some stage 
the communicated data is required for to continue computation, the 
program has to wait until the communication operation has finished, and 
MPI provides a special routine for this, MPI_WAIT. This routine blocks the 
flow of execution and returns only when the communication has completed. 
It is also possible to test whether the communication has completed, 
without blocking program execution, by calling MPI_TEST. 

8.2. Posting nonblocking send and receive messages 

A nonblocking send operation is started with the MPI_ISEND command. 
The prefix of I (for immediate) indicates in general that the send or receive 
routine is nonblocking.  

MPI_ISEND(buf, count, datatype, dest, tag, comm, request)  
[ IN buf] start address of send buffer 
[ IN count] number of elements in send buffer (integer)  
[ IN datatype] datatype of each send buffer element 
[ IN dest] rank of destination (integer)  
[ IN tag] message tag (integer)  
[ IN comm] communicator 
[ OUT request] communication request 

This routine has the same list of arguments as has MPI_SEND but includes 
the extra request parameter which returns a value. Its purpose is to identify 
the message posted and is used to enquire whether the operation has been 
completed. Therefore its value should not be changed in subsequent 
statements. As this is a nonblocking routine the sender should not access 
any part of the send buffer until the send has been completed.  

The corresponding receiving routine on the destination process can be 
initiated with a call to MPI_IRECV: 

MPI_IRECV (buf, count, datatype, source, tag, comm, request)  
[ OUT buf] start address of receive buffer 
[ IN count] number of elements in receive buffer (integer)  
[ IN datatype] datatype of each receive buffer element  
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[ IN source] rank of source (integer)  
[ IN tag] message tag (integer)  
[ IN comm] communicator  
[ OUT request] communication request  

This again is a nonblocking routine and indicates hat the system may start 
writing data into the receive buffer. The receiver should not access any part 
of the receive buffer after this receive operation is called, until it completes. 

Ref: http://www.mpi-forum.org/docs/mpi-11-html/node46.html#Node46 

 

int MPI_Isend(void* buf, int count, MPI_Datatype datatype, 

int dest, int tag, MPI_Comm comm, MPI_Request *request) 

int MPI_Irecv(void* buf, int count, MPI_Datatype datatype, 

int source, int tag, MPI_Comm comm, MPI_Request *request) 

C binding 

MPI_ISEND(BUF, COUNT, DATATYPE, DEST, TAG, COMM, REQUEST, 

IERROR) 

<type> BUF(*)  

INTEGER COUNT, DATATYPE, DEST, TAG, COMM, REQUEST, IERROR 

MPI_IRECV(BUF, COUNT, DATATYPE, SOURCE, TAG, COMM, REQUEST, 

IERROR) 

<type> BUF(*)  

INTEGER COUNT, DATATYPE, SOURCE, TAG, COMM, REQUEST, IERROR 

Fortran binding 

 

8.3. Testing for completion of nonblocking communications 

Both the nonblocking send and the receive routines will return immediately 
and both processes can continue with other work. When the processes 
reach a stage where the send buffer has to be modified or the data 
received is required, the MPI_WAIT routine can be called with the value of  
request returned by MPI_ISEND or MPI_IRECV to query about the status 
of the send or receive operation: 

MPI_WAIT(request, status)  
[ INOUT request] request 
[ OUT status] status object (Status)  

A call to MPI_WAIT will be blocking until the send or receive operation 
identified by request is complete. In that case the MPI subsystem will have 
changed the value of request to the MPI constant MPI_REQUEST_NULL 
indicating there is no longer an operation. The status object will contain 
information about the completed operation.  

There is also a nonblocking analogue for MPI_WAIT, MPI_TEST, which 
indicates completion of the communication as a Boolean variable. 

Ref: http://www.mpi-forum.org/docs/mpi-11-html/node47.html 

 

int MPI_Wait(MPI_Request *request, MPI_Status *status) 

http://www.mpi-forum.org/docs/mpi-11-html/node46.html#Node46
http://www.mpi-forum.org/docs/mpi-11-html/node47.html
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C binding 

MPI_WAIT(REQUEST, STATUS, IERROR) 

INTEGER REQUEST, STATUS(MPI_STATUS_SIZE), IERROR 

Fortran binding 

 

8.4. Exercises 

1. Repeat the finite difference solution of the heat equation using overlap 
of communication and computation, using MPI_ISEND, MPI_IRECV 
and MPI_IWAIT. 
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9. Derived Data Types and Packed Data 

9.1. Introduction 

Previously the predefined data types of MPI were introduced. This chapter 
introduces some of the derived data types that MPI also provides. This is a 
mechanism to allow non-contiguous data or data of different type to be 
grouped together and communicated as a single message to minimize 
communication overhead. 
The need of a more complex data type based on the predefined types can 
be illustrated by the finite difference example of Chapter 7. There 
initialization with three different data was broadcasted in separate 
messages. As each data transfer incurs an overhead it would benefit 
efficiency if these can be grouped as a single message. The method to do 
this depends on the type of data that is send. One possibility for data of the 
same type would be to store them in a single array. However, for a mixture 
of data types this would not work or only artificially.  

The construction of a derived data type consists of three steps: 

1. A variable of the type MPI_DATATYPE is declared. 

2. The data type is specified with one of the routines in Sections 9.4 - 9.6. 

3. The data type is committed to enable it as parameter in the MPI 
communication routines. 

When the data type is no longer required the resource is freed. 

Note: In this context it has to be noted that MPI_DATATYPE in the C 
binding is not the same as a structure.  

Note: In a derived type constructor the base types themselves can be 
derived types. The scope of a derived data type can be inside the scope of 
the routine or program unit. So it can be used many times before being 
freed. 
 
More details can be found in the URL 

http://www.mpi-forum.org/docs/mpi-11-html/node54.html#Node54 

9.2. Routines required 

  

MPI_TYPE_COMMIT(datatype)  
[ INOUT datatype] datatype that is committed (handle)  

int MPI_Type_commit(MPI_Datatype *datatype) 

C binding 

MPI_TYPE_COMMIT(DATATYPE, IERROR) 

INTEGER DATATYPE, IERROR  

Fortran binding 

http://www.mpi-forum.org/docs/mpi-11-html/node54.html%23Node54
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The commit operation commits the data type, that is, the formal description 
of a communication buffer, not the content of that buffer. Thus, after a data 
type has been committed, it can be repeatedly re-used to communicate the 
changing content of a buffer or, indeed, the content of different buffers, with 
different starting addresses. 

Once the derived data type is no longer required its resources should be 
released with the MPI_TYPE_FREE routine. 

MPI_TYPE_FREE(datatype)  
[ INOUT datatype] datatype that is freed (handle) 

 

int MPI_Type_free(MPI_Datatype *datatype) 

C binding 

MPI_TYPE_FREE(DATATYPE, IERROR) 

INTEGER DATATYPE, IERROR 

Fortran binding 

MPI provides several mechanisms for communicating structured data and 
the most common ones are described in the following sections. 

9.3. Use the COUNT parameter in communication routines 

The most basic way of communicating data of derived type is by using the 
count and data type arguments of the MPI communication routines as for 
example in MPI_SEND and MPI_RECV. This requires the length of the 
data buffer and its starting address as first argument and the buffer is 
expected to have a one dimensional layout with all elements of the same 
predefined or derived data type. 

9.4. Homogeneous data 

If each item is of the same type but the location in memory is not uniform, 
MPI provides a number of routines to create derived data types (Ref: 
http://www.mpi-forum.org/docs/mpi-11-html/node55.html#Node55). Three 
of these will be discussed in the following. 

9.4.1. MPI_TYPE_CONTIGUOUS 

This can be used to construct a derived type for items that are stored 
contiguously, as in the one dimensional layout of an array. The synopsis 
is 

MPI_TYPE_CONTIGUOUS(count, oldtype, newtype)  
[ IN count] replication count (nonnegative integer)  
[ IN oldtype] old data type (handle)  
[ OUT newtype] new data type (handle)  

newtype is the data type obtained by concatenating count copies of 
oldtype.  

 

 

 

http://www.mpi-forum.org/docs/mpi-11-html/node55.html#Node55
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int MPI_Type_contiguous(int count, MPI_Datatype 

oldtype, MPI_Datatype *newtype)  

C binding 

MPI_TYPE_CONTIGUOUS(COUNT, OLDTYPE, NEWTYPE, IERROR) 

INTEGER COUNT, OLDTYPE, NEWTYPE, IERROR  

Fortran binding 

 

Example (Fortran) 
In this Fortran example essential use is made of the fact that 
multidimensional arrays are stored in column major order. 
 
INTEGER, PARAMETER :: rows = 3, cols = 4 

REAL ::  data( rows , cols )  

 

MPI_DATA_TYPE type_col  ! Note, type_col is declared as a 

variable but its meaning is that of a type 

CALL MPI_TYPE_CONTIGUOUS( rows, MPI_REAL, type_col, err ) 

CALL MPI_TYPE_COMMIT( type_col  )  

! Now use the new type to send data as a 1D array with 5 

components  

CALL MPI_SEND(data, cols, type_col, dest, tag,     

MPI_COMM_WORLD, err) 

! Release the type_col resource 

CALL MPI_FREE( type_col, ierr ) 

 

! This would be equivalent to a single call to MPI_SEND as 

CALL MPI_SEND(data, l2 * length, MPI_REAL, dest, tag, 

MPI_COMM_WORLD, err) 

 

Although there is no obvious advantage in constructing this data type for 
the predefined MPI data types, as in the example, it could be used for 
arrays where the elements themselves are of a derived type. 

9.4.2. MPI_TYPE_VECTOR 

This can be used in those situations where the data consists of blocks of 
contiguous elements in an array and the blocks are separated by a 
constant stride and are of equal length. For example, in defining 
subsections of multidimensional arrays which are stored as a one 
dimensional array. The synopsis is: 

MPI_TYPE_VECTOR( count, blocklength, stride, oldtype, newtype)  
[ IN count] number of blocks (nonnegative integer)  
[ IN blocklength] number of elements in each block (nonnegative integer)  
[ IN stride] number of elements between start of each block (integer)  
[ IN oldtype] old datatype (handle)  
[ OUT newtype] new datatype (handle)  

 

int MPI_Type_vector(int count, int blocklength, int 

stride, MPI_Datatype oldtype, MPI_Datatype *newtype)  

C binding 
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MPI_TYPE_VECTOR(COUNT, BLOCKLENGTH, STRIDE, OLDTYPE, 

NEWTYPE, IERROR) 

INTEGER COUNT, BLOCKLENGTH, STRIDE, OLDTYPE, NEWTYPE, 

IERROR 

Fortran binding 

 

Example (Fortran) 
In Fortran arrays are stored “column major". To select a section defined by 
a range of rows row  
Sending a row of a n by m matrix in Fortran. 
 
INTEGER :: m, n, i 

REAL :: a (n, m) 

MPI_DATA_TYPE mpi_row 

CALL MPI_TYPE_VECTOR( m, 1, n, MPI_REAL, mpi_row ) 

CALL MPI_TYPE_COMMIT( mpi_row )  

! send row number i as 1 item 

CALL MPI_SEND( a ( i, 1), 1, mpi_row, dest, tag, 

MPI_COMM_WORLD, ierr) 

... more code 

! now release the resource 

CALL MPI_FREE( mpi_row, ierr ) 

 

This use of a derived type is equivalent to sending the row with index i as 
element by element: 

 

DO j = 1, m 

       CALL MPI_SEND( a ( i, j ), 1, MPI_REAL, dest, tag, 

MPI_COMM_WORLD, ierr) 

ENDDO 

 
Clearly the overhead of creating the data type in the former snippet of code 
is compensated by avoiding the individual calls to MPI_SEND in the latter, 
in particular if the number of columns is very big. 

9.4.3. MPI_TYPE_INDEXED 

The third constructor routine in this category can be used for data patterns 
that do not fit in the format of the previous two. These are data blocks of 
variable length and with variable stride. The lengths of the blocks and the 
displacement between adjacent blocks must each be specified with vectors. 
The synopsis is: 

MPI_TYPE_INDEXED( count, array_of_blocklengths, 
array_of_displacements, oldtype, newtype)  
[ IN count] number of blocks (nonnegative integer)  
[ IN array_of_blocklengths] number of elements per block (array of 
nonnegative integers) -- number of entries is count 
[ IN array_of_displacements] displacement for each block, in multiples of 
oldtype extent (array of integer) -- number of entries is count 
[ IN oldtype] old datatype (handle)  
[ OUT newtype] new datatype (handle)  
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int MPI_Type_indexed(int count, int 

*array_of_blocklengths, int *array_of_displacements, 

MPI_Datatype oldtype, MPI_Datatype *newtype) 

C binding 

MPI_TYPE_INDEXED(COUNT, ARRAY_OF_BLOCKLENGTHS, 

ARRAY_OF_DISPLACEMENTS, OLDTYPE, NEWTYPE, IERROR) 

INTEGER COUNT, ARRAY_OF_BLOCKLENGTHS(*), 

ARRAY_OF_DISPLACEMENTS(*), OLDTYPE, NEWTYPE, IERROR  

Fortran binding 

 

Example (Fortran): Sparse matrices 

Sparse matrices have the value zero for most of their elements. They can 
for example be the result of applying a finite difference scheme to a partial 
differential equation. 
Large sparse matrices can therefore more efficiently be communicated in 
compact form. To send a sparse matrix row wise  

INTEGER :: m, n, i 

REAL :: a (n, m) 

MPI_DATA_TYPE mpi_sparse 

CALL MPI_TYPE_INDEXED( m, 1, n, MPI_REAL, mpi_row ) 

CALL MPI_TYPE_COMMIT( mpi_row )  

! send row number i as 1 item 

CALL MPI_SEND( a ( i  , 1) , 1 , mpi_row , dest , tag , 

MPI_COMM_WORLD , ierr) 

... more code 

! now release the resource 

CALL MPI_FREE( mpi_row , ierr ) 

9.5. Heterogeneous data 

The routine MPI_TYPE_STRUCT is the most general constructor for 
derived types. It generalizes the homogeneous derived types in that it 
allows the not all blocks data to be of different data types although within a 
block the type has to be the same. 

MPI_TYPE_STRUCT(count, array_of_blocklengths, 
array_of_displacements, array_of_types, newtype)  
[ IN count] number of blocks (integer) -- also number of entries in arrays 
array_of_types, array_of_displacements and array_of_blocklengths  
[ IN array_of_blocklength] number of elements in each block (array of 
integer)  
[ IN array_of_displacements] byte displacement of each block (array of 
integer)  
[ IN array_of_types] type of elements in each block (array of handles to 
datatype objects)  
[ OUT newtype] new datatype (handle)  
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int MPI_Type_struct(int count, int 

*array_of_blocklengths, MPI_Aint 

*array_of_displacements, MPI_Datatype *array_of_types, 

MPI_Datatype *newtype) 

C binding 

MPI_TYPE_STRUCT(COUNT, ARRAY_OF_BLOCKLENGTHS, 

ARRAY_OF_DISPLACEMENTS, ARRAY_OF_TYPES, NEWTYPE, 

IERROR) 

INTEGER COUNT, ARRAY_OF_BLOCKLENGTHS(*), 

ARRAY_OF_DISPLACEMENTS(*), ARRAY_OF_TYPES(*), NEWTYPE, 

IERROR 

Fortran binding 

 

9.6. The MPI_PACK and MPI_UNPACK routines 

An alternative to handling non-contiguous data of different types are the 
MPI_PACK and MPI_UNPACK routines. The former allows non-contiguous 
data items to be stored (packed) in a single contiguous buffer and the latter 
provides the reverse operation. The synopsis is 

MPI_PACK(inbuf, incount, datatype, outbuf, outsize, position, comm)  
[ IN inbuf] input buffer start (choice)  
[ IN incount] number of input data items (integer)  
[ IN datatype] datatype of each input data item (handle)  
[ OUT outbuf] output buffer start (choice)  
[ IN outsize] output buffer size, in bytes (integer)  
[ INOUT position] current position in buffer, in bytes (integer)  
[ IN comm] communicator for packed message (handle)  

 

int MPI_Pack(void* inbuf, int incount, MPI_Datatype 

datatype, void *outbuf, int outsize, int *position, 

MPI_Comm comm) 

C binding 

MPI_PACK(INBUF, INCOUNT, DATATYPE, OUTBUF, OUTSIZE, 

POSITION, COMM, IERROR) 

<type> INBUF(*), OUTBUF(*) 

INTEGER INCOUNT, DATATYPE, OUTSIZE, POSITION, COMM, 

IERROR 

Fortran binding 

This routine copies the content of the buffer specified by the triplet of 
arguments inbuf, incount, datatype into the buffer space specified by outbuf 
and outsize. The input buffer can be any communication buffer that is 
allowed in MPI_SEND. The output buffer is a contiguous storage area 
containing outsize bytes; starting at the address outbuf (the length of this 
buffer is counted in bytes, not elements, as if it were a communication 
buffer for a message of type MPI_PACKED). 
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Example 

MPI_PACK ( n , 1, MPI_INTEGER , buf , 1 , pos , 

MPI_COMM_WORLD , ierr ) 

! now the variable pos will have been increment by the extent 

of MPI_INTEGER and the next item will be placed, starting at 

that position. 

MPI_PACK ( a , 1, MPI_REAL , buf , 1 , pos , MPI_COMM_WORLD , 

ierr ) 

! now buf can be broadcast 

MPI_BROADCAST ( buf , size , MPI_PACKED , root , 

MPI_COMM_WORLD , ierr ) 

Note the use of the predefined data type MPI_PACKED in these routines. 

The reverse operation of unpacking the data in the receiving process is 

MPI_UNPACK(inbuf, insize, position, outbuf, outcount, datatype, comm)  
[ IN inbuf] input buffer start (choice)  
[ IN insize] size of input buffer, in bytes (integer)  
[ INOUT position] current position in bytes (integer)  
[ OUT outbuf] output buffer start (choice)  
[ IN outcount] number of items to be unpacked (integer)  
[ IN datatype] datatype of each output data item (handle)  
[ IN comm] communicator for packed message (handle)  

 

int MPI_Unpack(void* inbuf, int insize, int *position, 

void *outbuf, int outcount, MPI_Datatype datatype, 

MPI_Comm comm) 

C binding 

MPI_UNPACK(INBUF, INSIZE, POSITION, OUTBUF, OUTCOUNT, 

DATATYPE, COMM, IERROR) 

<type> INBUF(*), OUTBUF(*)  

INTEGER INSIZE, POSITION, OUTCOUNT, DATATYPE, COMM, 

IERROR 

Fortran binding 

Unpacks a message into the receive buffer specified by outbuf, outcount, 
data type from the buffer space specified by inbuf and insize. The output 
buffer can be any communication buffer allowed in MPI_RECV. The input 
buffer is a contiguous storage area containing insize bytes, starting at 
address inbuf. The input value of position is the first location in the input 
buffer occupied by the packed message. position is incremented by the 
size of the packed message, so that the output value of position is the first 
location in the input buffer after the locations occupied by the message that 
was unpacked. comm is the communicator used to receive the packed 
message.  

Example 
 
MPI_BROADCAST(buf, size, MPI_PACKED, root, MPI_COMM_WORLD, & 

  ierr ) 

MPI_PACK ( n , 1, MPI_INTEGER , buf , 1 , pos , 

MPI_COMM_WORLD , ierr ) 

! now the variable pos will have been increment by the extent 
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of MPI_INTEGER and the next item will be placed, starting at 

that position. 

MPI_PACK ( a , 1, MPI_REAL , buf , 1 , pos , MPI_COMM_WORLD , 

ierr ) 

 
Note 
On some systems this routine may have been implemented such that it 
avoids the use of system buffers as the data is already packed in a user 
defined buffer. 

9.7. Usage patterns for Derived Data types 

Some suggestions for when to use a particular derived data type. 
 

1. Data are all of the same type, either predefined or derived. 

 Contiguous memory. This can be handled with the standard 
version of SEND and its variants sect and MPI_RECV using the 
address of the data buffer and the count parameter equal to the 
number of contiguous items. Array with consecutive entries. 
There is no extra overhead in this. A type for this could be 
defined as MPI_TYPE_CONTIGUOUS 

 Data that is located in memory at regular intervals, as measured 
in the DATA_TYPE, for example subsections of vectors or 
higher dimensional arrays. For example sending a row of a 
matrix in Fortran whereas matrices are stored column wise. In 
such cases the MPI_TYPE_VECTOR will be useful. Array with 
non-consecutive entries but constant stride. 

 Irregularly spaced data in memory. Use the 
MPI_TYPE_INDEXED. For example communication of a sparse 
matrix, see the example in section 
 

2. Heterogeneous data. 
There is a less obvious choice between the MPI_TYPE_STRUCURE 
and the MPI_PACK/MPI_UNPACK combination situation. For efficiency 
the deciding factor may be how often the data will be communicated. If 
the same data structure has to be send frequently the extra overhead in 
creating the MPI_TYPE_STRUCURE only once makes sense. On the 
other hand the pack/unpack operation has to be executed again for 
every send/receive. Note that there is also an overhead with the latter 
as it requires local buffer space. 
 

9.8. Exercises 

1. With four processes, process 0 sends the last three columns of the 3 by 
4 matrix 

           

to processes 1 to 3 respectively. Depending on whether the program is 
written in Fortran or C use MPI_TYPE_ CONTIGUOUS or MPI_TYPE_ 
VECTOR respectively. 
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2. With four processes, process 0 sends the last three rows of the 4 by 3 
matrix 

           

to processes 1 to 3 respectively. Depending on whether the program is 
written in Fortran or C use MPI_TYPE_ VECTOR or 
MPI_TYPE_ CONTIGUOUS respectively. 

3. With two processes, process 0 sends the upper triangular part of the 
matrix  

     

to process 1 using a data type based on MPI_TYPE_INDEX. Process 1 
should also use that same type to receive the data. 

4. Process 0 sends only the nonzero elements of the sparse matrix 
  

     

to process 1 as a vector, using a data type based on 
MPI_TYPE_INDEX. Process 1 should also use that same type to 
receive the data. 
Sample output: 
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Appendix A: MPI Data Types 
The data part of the message consists of a sequence of count values, each 
of the type indicated by data type. count may be zero, in which case the 
data part of the message is empty. The basic data types that can be 
specified for message data values correspond to the basic data types of the 
host language. Possible values of this argument for Fortran and the 
corresponding Fortran types are listed below.  

 

Possible values for this argument for C and the corresponding C types are 
listed below.  

 

The data types MPI_BYTE and MPI_PACKED do not correspond to a 
Fortran or C data type. A value of type MPI_BYTE consists of a byte (8 
binary digits). A byte is uninterpreted and is different from a character. 
Different machines may have different representations for characters, or 
may use more than one byte to represent characters. On the other hand, a 
byte has the same binary value on all machines. 

Reference: http://www.mpi-forum.org/docs/mpi-11-html/node32.html#Node32 

 

http://www.mpi-forum.org/docs/mpi-11-html/node32.html#Node32
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Appendix B: MPI Reduction Operators 
 

The following built-in operations are supplied for MPI_REDUCE and related 
functions MPI_ALLREDUCE, MPI_REDUCE_SCATTER, and MPI_SCAN. 
These operations are invoked by placing the following in op.  

[ Name] Meaning  
[ ]  
[ MPI_MAX] maximum  
[ MPI_MIN] minimum  
[ MPI_SUM] sum  
[ MPI_PROD] product  
[ MPI_LAND] logical and  
[ MPI_BAND] bit-wise and  
[ MPI_LOR] logical or  
[ MPI_BOR] bit-wise or  
[ MPI_LXOR] logical xor  
[ MPI_BXOR] bit-wise xor  
[ MPI_MAXLOC] max value and location  
[ MPI_MINLOC] min value and location  

Reference: http://www.mpi-forum.org/docs/mpi-11-
html/node78.html#Node78 
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