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In this document, the following conventions are used: 
• A typewriter font is used for what you see on the screen. 
• A bold typewriter font is used to represent the actual characters you type at 

the keyboard. 
• A slanted typewriter font is used for items such as filenames which you should 

replace with particular instances. 
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Esc and Enter, represent the keys marked Esc and Enter, respectively. 
• A bold font is also used where a technical term or command name is used in 
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press and hold down the first key (Ctrl), tap the second (B), and then release 
the first key. 
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1. Introduction 
The first three sections of this document contain a tutorial in which you will 
work through some UNIX commands that are not mentioned in the ITS 
introductory guides on UNIX. 

You may want to work through all of the tutorial in one session. 
Alternatively, you can stop part way through and return to it later. If, at any 
stage, you want to remove all the files that have been created whilst 
following the text, you should refer to section 4. 

The last part of this document (section 5) contains a summary of the 
commands used in the tutorial, together with some other useful UNIX 
commands. In general, the examples in the summary present the 
commands in the same order as they appear in the tutorial. So you may 
find it useful to consult the reference sections when you have forgotten the 
purpose of a command. 

If the purpose of an option or the effect of an option is unclear, you can use 
the man command in order to refer to the on-line manual pages for the 
particular command. 

Note: when typing in lines, you may have difficulty in distinguishing some of 
the characters used in this document. Here is a list of characters that may 
cause difficulty: 

l  the letter l 
1  the digit 1 
0  the digit 0 
O  an upper-case letter O 
~  the tilde character 
^  the caret character - obtained by pressing Shift and 6 together 
–  a hyphen 

2. Getting started 
The file /users/courses/furtherunix/phone.numbers contains an old list 
of University phone number (the information the file contains is out-of-date). 
We will use this file to demonstrate the use of various UNIX commands. 

We will create the files for this course in a new subdirectory: 

1 type 
cd 

2 then type 
mkdir furtherunix 

3 followed by 
cd furtherunix 
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It will be useful to make a copy of the phone numbers file, so that we do not 
have to keep typing a very long file name: 

4 type 
cp /users/courses/furtherunix/phone.numbers pnf 

5 followed by 
ls -l 

6 Finally, type 
more pnf 

After you have seen the first screenful, press the q key in order to quit the 
more command. 

3. Working through some examples 

3.1 Commands which display the contents of a file 

3.1.1 Displaying the head of a file: head 
The first few lines of a file can be displayed using the head command. By 
default, 10 lines are displayed: 

1 type 
head pnf 

An option can be used to specify the number of lines to be displayed: 

2 type 
head -20 pnf 

3.1.2 Displaying the end of a file: tail  
The last few lines of a file can be displayed using the tail command. For the 
last 10 lines: 

1 type 
tail pnf 

An option can be used to specify the number of lines to be displayed: 

2 type 
tail -20 pnf 

A file can be displayed starting from a particular line and continuing to the 
end of the file: 

3 type 
tail +2250 pnf 
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3.1.3 Extracting lines that contain particular characters: grep 
The grep command can be used to extract lines of a file that contain a 
particular string of characters: 

1 type 
grep Adviser pnf 

This command will display those lines of the file pnf that contain the string 
of characters Adviser. 

You do not have to supply a string that is a complete word. The following 
command produces all the lines that contain the letters dv: 

2 type 
grep dv pnf 

If the string you wish to search for contains spaces (or the characters *, ?, 
<, >, {, |, ;, or &), you will need to surround the string with single quotes: 

3 type 
grep 'Computing Adviser' pnf 

The grep command insists that you use the correct case for each of the 
letters in the string, unless you supply an i option to the grep command: 

4 type 
grep 'computing adviser' pnf 

5 followed by 
grep -i 'computing adviser' pnf 

So far, we have used a string for the first parameter of grep. However, 
strictly speaking, the first parameter is a pattern or regular expression. The 
rules for writing regular expressions are long and complicated; however: 

• the two characters \c mean the letter c. So, for example, the two 
characters \. mean .  

• the character . on its own means any character 
• the two characters c* mean any number (including zero) of 

occurrences of the character c 
• the two characters .* mean any string of characters (including the 

empty string) 
• a ^ at the start of a pattern means that the line must begin with the 

pattern following ^  
• a $ at the end of a pattern means that the line must end with the 

pattern before the $ 

If grep is passed a pattern as the first parameter, it will display any line that 
matches the pattern. 

For example, we can display all lines of the phone numbers file that start 
with two spaces followed by the number 2885: 

6 type 
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grep '^  2885' pnf 
Remember: you need to surround a pattern with single quotes if it contains 
one or more spaces. 

Or we can find the lines that end in the group code ITS and put them into a 
file called com: 

7 type 
grep ITS$ pnf >com  

8 followed by  
more com 

3.1.4 Counting the words, lines and columns in a file: wc  
The numbers of lines, words and characters in a file can be counted: 

1 type 
wc com 

To see each count individually, use the -l, -w or -c options, eg: 

2 type 
wc -l com 

3.2 Using pipes 
Commands like grep, head and tail normally work on the file(s) passed as 
parameter(s) to the command. However, if the command appears after a 
pipe, the input for the command can be the screen output from the 
command before the pipe. This is easier to see in an example: 

1 type 
cat com | head 

2 and then type 
grep Adv com | more 

3 and then 
grep Adv com | wc -l 

Note: the pipe symbol | is often above the \ symbol on the keyboard. It is 
sometimes shown as a broken vertical line instead of a solid one. 

3.3 Commands which manipulate the contents of a file 
We are now going to make another file to work with. Look at the first few 
lines of a large data file. 

1 Type 
head /users/courses/furtherunix/dir.list 

This is a copy of the source data for various lookup services. Again the 
information is not necessarily up-to-date. We are going to extract certain 
lines and place these in a shorter file for our own use: 
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1 type 
grep :dit /users/courses/furtherunix/dir.list > dit.list 

3.3.1 Sorting the lines of a file: sort  
The sort command can be used to rearrange the lines in a file into a 
specified sort order. When there are no options, lines are sorted according 
to the characters at the start of each line. 

1 Type 
sort pnf | more 

This sorts the lines according to the first character. To sort in reverse order: 

2 type 
sort -r pnf | more 

Sorting can be based on fields separated by tabs or spaces. The first field 
is taken as field 1. To sort the phone numbers file by surname: 

3 type 
sort –k 2,2 pnf | more 

To specify a field delimiter use the -t option. To sort dit.list in order of 
initials: 

sort -t: -k 2,2 dit.list 

3.3.2 Extracting fields or columns from a file: cut  
Each line of the file dit.list contains seven pieces of information. The line is 
said to be divided into 7 fields, and the fields are separated by a colon (:). 

The cut command can be used to extract particular fields from each line of 
a file: 

1 type 
cut -d: -f1,4 dit.list 

to extract fields 1 and 4. 

The f option of cut is useful when a file contains variable length fields that 
are separated by a particular character. Specific columns can be extracted 
from each line of a file using the c option of cut. 

1 Type 
ruler 

2 followed by 
head com 

We will put the actual phone numbers (the first 6 columns of each line of 
the file com) into a file (com.numbers), the people's names and initials 
(columns 7 to 36) into another file (com.names) and the rest of each line 
into another file (com.rest): 

3 type 
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cut -c1-6 com >com.numbers 

4 and then type 
cut -c7-36 com >com.names 

5 followed by 
cut -c37- com >com.rest 

You can get an idea of what is in each of these files by using the following 
head commands: 

6 type 
head com.numbers 

7 and then type 
head com.names 

8 followed by 
head com.rest 

3.3.3 Joining the corresponding lines of several files: paste 
The paste command can be used to join corresponding lines of several 
files: 

1 type 
paste com.numbers com.names com.rest 

This will produce a line consisting of the first line of com.numbers joined to 
the first line of com.names joined to the first line of com.rest, followed by 
the second line of each file, and so on. Unless you give a d option, the 
joints between the text obtained from each file are indicated by a tab 
character. (There are more details about tab characters in Section 3.3.10.) 

Here is an example of using a d option: 

2 type 
paste -d'<>' com.numbers com.names com.rest 

Since there are three filenames, there will be two joints on each line. The < 
character will be used at the first joint, and > will be used at the second. 

There are some special characters that can be included in the list of 
characters for the d option. The notation \n means an end-of-line 
character. For example: 

3 type 
paste -d'\n\n' com.numbers com.names com.rest 

The output from this command will shift to a new line at each joint. (So the 
output will have three times the number of lines that are in the file 
com.numbers.) 

The notation \0 means that you want an invisible joint, i.e., you want no 
character to be inserted at the joint. (Note: the character typed after the \ in 
this command is the digit zero.) Here is an example: 
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4 type 
paste -d'\0\0' com.numbers com.names com.rest 

This last command has joined the three files in such a way that the output 
produced should be the same as that of the file com. We can demonstrate 
that this is the case: 

5 type 
paste -d'\0\0' com.numbers com.names com.rest >com.second 

6 followed by 
diff com com.second 

The diff command can be used to compare the contents of two files. It 
produces no output if the files passed as parameters have the same 
contents. 

Technical Note: If the number of files involved is k, there will be k-1 joints 
on each line. So, the list of characters for the d option can have k-1 
characters. If the list has insufficient characters, the characters of the list 
are used again.  

Note: the previous paragraph only applies if an s option is not used with 
paste — see Section 3.3.5. 

3.3.4 Wrapping long lines: fold  
The fold command can be used to indicate that you want output to be 
displayed within some specified width. It is useful for printing or displaying 
files with long lines. 

1 Type 
head -4 com 

2 followed by 
head -4 com | fold -32 

Here, each line of the output from head -4 com is split into separate lines 
at column 32. 

3.3.5 Joining adjacent lines of a file: paste 

1 Type 
fold -37 com >com.37 

2 followed by 
head com.37 

Since each line of the file com is 61 characters long, folding each line after 
column 37 has effectively split each line into 2 lines. 

A paste command that has an s option can be used to join adjacent lines of 
a file: 
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3 type 
paste -d'\0\n' -s com.37 

Once again, we can demonstrate that the folding and pasting has worked: 

4 type 
paste -d'\0\n' -s com.37 >com.third 

5 followed by 
diff com com.third 

The lack of output confirms that the two files have the same contents. 

Technical Note: When paste is used with an s option, the last character of 
the list of characters for the d option should be \n or the output will all be on 
one line. And, if the list given for the d option has k characters, each 
adjacent set of k lines from the input will be joined to form one line of the 
output. 

3.3.6 Using the paste command in a pipe 
If you want to pass the output from a command into a paste command, you 
may be tempted to type something like:  

fold -37 com | paste -d'\0\n' -s 

This does not work. If you want paste to get its input from the output of the 
previous command, supply paste with a filename that is a hyphen, e.g.:  

fold -37 com | paste -d'\0\n' -s - 

3.3.7 Displaying one or more files in columns: pr  
We next look at how the pr command can be used to display one or more 
files in columns. 

First, here is a reminder of the contents of the file dit.list (which was 
created earlier in Section 3.3): 

1 type 
head dit.list 

Now use cut to extract particular fields from this file: 

2 type 
cut -d: -f7 dit.list >dit.usernames 

3 followed by 
cut -d: -f1,2 dit.list >dit.names 

And check what is in each of these files: 

4 type 
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head dit.usernames 

5 followed by 
head dit.names 

Finally, use pr to display the result of putting them together again: 

6 type 
pr -m dit.usernames dit.names | more 

The m option means there is more than one filename which you wish to 
display simultaneously. By default, pr produces output that is split up into 
pages. Each page is 66 lines long, and this includes a header and trailer 
(which are both 5 lines long) at the top and bottom of each page. You can 
control the number of lines on each page by using an l option, and you can 
ask for the header and trailer to be omitted by using the t option. 

You can also use pr to display the contents of a (single) file in columns. 
Suppose the file dit.usernames is to be displayed in 4 columns with 7 lines 
in each column. (Note: the character typed after the second – and before 
the 7 is the letter l.) 

1 type 
pr -4 -l7 -t dit.usernames | more 

3.3.8 Splitting a file into several parts: split  
The split command can be used to split a file into several files each of 
which (except possibly the last file) has the same number of lines. By 
default, there will be 1000 lines in each of the files; however, this can be 
controlled using an option, e.g., –66. (Note: the last character on the next 
command line is a dot.) 

1 type 
split -66 pnf page. 

2 and then type 
ls -l | more 

3 and then type 
wc -l page.* 

4 followed by 
wc -l pnf 

If you do not give a second parameter for the split command (page. in the 
above example), the command generates files whose names begin with x 

5 type 
split -500 pnf 

6 and then type 
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ls -l x* 

7 followed by 
wc -l x* 

At this stage, we will capture the details of the current set of files in another 
file: 

8 type 
ls >ls.first 

9 followed by 
cat ls.first 

We will use this file in Section 3.4.2. 

Having done that, remove the files generated by the above uses of the split 
command: 

10 type 
ls x* page.* | more 

11 followed by 
rm x* page.* 

3.3.9 Substituting one character for another throughout a file: tr  
Let’s make a copy of the head of the file 
/users/courses/furtherunix/labels.txt. 

1 Type 
head –20 /users/courses/furtherunix/labels.txt > first20 

The tr command can be used to translate each occurrence of some 
character to another character. 

2 type 
tr '[a-z]' '[A-Z]' <first20 

This command displays the file first20 but with lower-case letters translated 
into upper-case. 

Here is another example. The file dit.list was created in Section 3.2: 

3 type 
head dit.list 

The following tr command translates each of the colons into a space: 

4 type 
head dit.list | tr : ' ' 

And the following command translates each colon into an end-of-line 
character: 
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5 type 
head dit.list | tr : '\012' 

3.3.10 Converting between tab characters and spaces: expand and 
unexpand 
Sometimes commands (or programs) generate output that contains tab 
characters. 

A tab character is a single character that means move to the next tab 
position, i.e., move to the next column whose position is 1 more than a 
multiple of 8 (1, 9, 17 etc). The size of a file containing tab characters will 
be less than the size of a file in which each tab character is replaced by an 
appropriate number of spaces. 

The use of tab characters can sometimes be useful, but sometimes they 
can be annoying. The expand and unexpand commands can be used to 
replace tab characters by spaces and vice-versa. 

Section 3.3.3 stated that the following paste command could be used to 
join corresponding lines of the three files, and that there would be a tab 
character at the two joints on each line: 

1 type 
paste com.numbers com.names com.rest >com.tabs 

2 and then type 
expand com.tabs >com.notabs 

3 and then type 
head com.tabs 

4 followed by 
head com.notabs 

You can see that the two files look the same. However, they have different 
sizes. This can be shown by doing `ls -l', or: 

5 type 
wc com.tabs com.notabs 

You can see that the file com.notabs is bigger than com.tabs. This is 
because the expand command has replaced each of the two tab 
characters that appear on each line of the file com.tabs by a sequence of 
spaces. 

The unexpand command can be used to replace sequences of spaces by 
tab characters. By default, it only replaces spaces that appear at the start of 
each line. If the a option is used, unexpand replaces spaces by tab 
characters at any point in each line where there are two or more spaces: 

6 type 
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unexpand -a com.notabs >com.tabsagain 

7 and then type 
head com.tabsagain 

8 followed by 
wc com.notabs com.tabsagain 

The file com.tabsagain is smaller than com.notabs because tab 
characters have been introduced. 

3.3.11 Removing duplicate lines from a file: uniq 
The uniq command can be used to remove the duplicate copies of any 
lines of a file that are adjacent and the same. 

Suppose that we wish to prepare a file containing all the phone numbers 
that are currently being used: 

1 type 
cut -c1-6 pnf > numbers 

2 followed by 
head numbers 

The file numbers just contains the phone numbers that are referred to in 
the phone numbers file. Now, sort this file: 

3 type 
sort numbers >numbers.sort 

4 followed by 
more numbers.sort 

You can see that there are two entries in the phone numbers file for phone 
numbers 2010, 2013, 2017,and so on. 

These duplicates can be removed using the uniq command: 

5 type 
uniq numbers.sort >numbers.uniq 

6 followed by 
more numbers.uniq 

You should find that the duplicate entries (e.g., for 2010 and 2013) have 
been removed. 

7 Type 
wc -l numbers.sort numbers.uniq 

The output from this command shows that several hundred lines have been 
removed by this process. 
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To see a list of the numbers which were repeated in the original list: 

8 type 
uniq -d numbers.sort | more 

To see the numbers which occurred only once in the original list 

9 type 
uniq -u numbers.sort | more 

3.4 Commands which compare the contents of two files 

3.4.1 Displaying lines which differ in two files: diff 
The diff command was used earlier to determine whether two files have the 
same contents: 

1 type 
diff com.tabs com.notabs | more 

A lot of output is produced because diff detects that the two files are 
different. However, the only differences are in the use of spaces and tab 
characters. You can get diff to ignore such differences by using the b 
option: 

2 type 
diff -b com.tabs com.notabs 

Now, you should get no output - the two files are the same (except for 
spaces and tab characters). 

3.4.2 Finding which lines are common to two files: comm 
The comm command is useful for comparing files that are in general the 
same, but that have some differences. 

In Section 3.3.8, we used the command ls >ls.first to record the files that 
existed at that point in time. Now, obtain a list of the files that currently 
exist: 

1 type 
ls >ls.second 

And compare the two files ls.first and ls.second: 

2 type 
comm ls.first ls.second | more 

The first column of this output indicates the lines that only appear in the file 
ls.first; the second column gives those only in ls.second; and the final 
column gives those appearing in both files. 
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For the purposes of this example, the files whose names are in column 1 
are those that existed earlier but we have since removed; those names in 
column 2 are the files created since we did the first of the two ls 
commands; and column 3 gives the files that existed on both occasions. 

The comm command can also be used with an option that indicates which 
of the three columns you want to be omitted. The possibilities are -1, -2, -3, 
-12, -13 and -23. For example: 

3 type 
comm -12 ls.first ls.second 

This command only outputs the third column, i.e., the lines that are in both 
files. 

3.5 Saving disk space 
Every user has a quota of permanent disk space. Manage it well by 
removing unwanted files or copying rarely accessed files to the archive or a 
data tape. 

As you use the UNIX service more, you may find that your quota fills up 
more frequently or that you sometimes need to work with large or 
numerous files which will not fit into your quota. The following two sections 
contain suggestions which may help. 

3.5.1 Compressing files and getting them back again: gzip and gunzip 
One way of saving disk space is to store files in compressed form. The 
phone numbers file will be used to illustrate this. 

First, we will make a copy of the file: 

1 type 
cp pnf pnf.orig 

2 followed by 
ls -l pnf* 

And now we will compress the file: 

3 type 
gzip pnf 

4 followed by 
ls -l pnf* 

Note that gzip has replaced the file pnf by the file pnf.gz. Also note that 
the size of the file pnf.gz is significantly less than that of the file pnf. In fact, 
the size of the compressed file is about 24% of the size of the original file. 
This amount of compression is typical for that produced by gzip. 
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The file pnf.gz cannot be examined using an editor, nor by commands like 
cat, more and head, because this file is a binary file — it is not in the form 
of a text file. 

To convert the file back to its original state: 

5 type 
gunzip pnf 

6 and then type 
ls -l pnf* 

We can check that the file created by gunzip has the same contents as the 
original file: 

7 type 
diff pnf.orig pnf 

Once again, you should get no output (which means that the two files have 
the same contents).  

There is another compression program, compress. Files compressed with 
this program have name *.Z and can be uncompressed with gunzip or 
uncompress. 

Important Note: You must avoid using the compress command in one of 
your directories if you have nearly used all of your disk quota. You can 
easily lose your file. It would be better to copy the file you want to compress 
to the /tmp directory, compress the file there, remove the file from your 
directory, copy the compressed file from /tmp to your directory, and then 
remove the file in /tmp.  

3.5.2 Temporary disk space 
Additional disk space is available for large or numerous files that you 
require only temporarily. Files which are placed in this space are not 
included in your quota. The temporary filespace has a large capacity but it 
should not be used for long-term storage: inactive files are removed from it 
regularly without warning or redress and it is not backed up. You can 
access the temporary space through the directories /tmp and /tmpshare, 
which are described in more detail below. These details may be subject to 
change: up-to-date information can be found on the ITS WWW pages in the 
Services | Academic Unix service section 
(http://www.dur.ac.uk/ITS/Services/Unix/index.htm). 

If you intend to use one of these directories, you are strongly advised to 
create a subdirectory for your files so that they are kept separate from files 
belonging to other users. Please explicitly remove unwanted files from /tmp 
or /tmpshare as soon as you have finished with them. This ensures 
continued easy access to a large temporary space for all users.  
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3.5.3 /tmp 
Each ITS UNIX computer has its own local /tmp directory which is visible 
only when you are logged into that computer. The name of the computer 
you are using is shown in your prompt — it may be the workstation in front 
of you or it may be one of the ITS time-sharing computers.  

If you log in using CDE from a PC or a workstation, you will probably log 
into one of the central UNIX time-sharing computers altair, deneb, mira or 
procyon. The /tmp directory you will see is the one that belongs to the 
time-sharing computer, not to the PC or workstation in front of you. You will 
be able to see this /tmp directory from other PCs or workstations which log 
in to the same time-sharing computer.  

On some Sun workstations, e.g. in CM131, you will log into the workstation 
itself and the /tmp directory you see will be visible only from that 
workstation. If you log into a different workstation, you will see a different 
/tmp which will not contain your files. 

To find out how much free filespace there is in /tmp, type 

df –k /tmp 

The fourth column, under the heading avail, lists the available space in 
kilobytes. 

An automatic process runs in the early morning every day to remove files in 
/tmp which have not been accessed recently. Currently, files are removed if 
they have not been accessed for two days. The ITS also reserves the right 
to remove files from /tmp without warning or redress if the files are using an 
excessive fraction of the /tmp space or if space is needed urgently. All files 
will be lost from /tmp if the host computer is rebooted.  

Type  

help tmp 

for more details about /tmp. 

3.5.4 /tmpshare 
The /tmpshare directory and the files in it are visible from any of the ITS 
UNIX computers. /tmpshare has a total capacity of 20 Gigabytes (20,000 
Megabytes), larger than the /tmp directories on individual computers but, 
because it is shared over the whole system, the space is sometimes 
divided between more users. 

An automatic process runs in the early morning every day to remove files in 
/tmpshare which have not been accessed recently. Currently, files are 
removed if they have not been accessed for seven days. The ITS also 
reserves the right to remove files from /tmpshare without warning or 
redress if the files are using an excessive fraction of the /tmpshare space 
or if space is needed urgently. Files kept in /tmpshare are not lost if a 
computer is rebooted. 
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To find out how much free filespace there is in /tmpshare, type 

cd /tmpshare 
df –k /tmpshare 

The fourth column, under the heading avail, lists the available space in 
kilobytes. 

Note: you must change directory to /tmpshare before checking the free 
space with df, or /tmpshare may appear to have zero space free. 

3.5.5 Symbolic links 
A symbolic link is a directory entry that is a link to a file or directory kept 
elsewhere. If the link is to a file, you can use the link name just as you 
would use the file; if the link is a directory, you can move to it or use it in a 
pathname. You can create many symbolic links to a single file or directory. 

Symbolic links are useful when it would be inconvenient or impossible to 
place the real file in a directory, perhaps because you wish to maintain only 
one up-to-date copy of the file or to reduce your usage of disk space. In the 
following example, the command ln –s is used to create a symbolic link 
called mylink to a large file realdata in the directory /bigswap/dxy3abc/.  
(Note: as files are deleted from tmpshare regularly, this example is for 
illustrative purposes only.) 

cd ~/furtherunix 

head –1 /tmpshare/dxy3abc/realdata 

Simple  =                     T   / File does conform to FITS standard 

ln –s /tmpshare/dxy3abc/realdata mylink 

ls 

mylink 

ls –l  

lrwxrwxrwx     1 dxy3abc    dxy      20 Sep 23 15:02 mylink -> /tmpshare/dxy3abc/realdata 

head –1 mylink 

Simple  =                     T   / File does conform to FITS standard 

A symbolic link to a directory is created in exactly the same way and can be 
removed with the rm command.  

There is more information on symbolic links in the online man page on ln.  

3.6 Customising your UNIX environment 

3.6.1 How your environment is set up 
Whenever you log in, the commands and definitions given in the files 
~/.cshrc and ~/.login are executed. The .cshrc and .login files are used to 
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give you a standard set up. If you use an X Windowing system, such as 
CDE or OpenWindows, the commands in ~/.cshrc are also executed when 
you create a new window. 

1 First, type 
cd 

to return to your home directory. 

2 Then, type 
ls -la 

You should see something like: 

drwx------  3 dxy3abc   dxy    512 Apr 24 16:17 . 
drwx------127 root      other 2048 Mar 22 10:31 .. 
-rw-------  1 dxy3abc   dxy     55 Apr  9 14:08 .cshrc 
-rw-------  1 dxy3abc   dxy     59 Jan  4 09:40 .login 
-rw-------  1 dxy3abc   dxy     30 Jan  4 09:40 .logout 
drw-------  2 dxy3abc   dxy    512 Jan  8 14:55 furtherunix 
-rw-------  1 dxy3abc   dxy    428 Jan  7 17:47 myfile 

The output shows that there are files beginning with a dot that are not 
normally listed by the ls command. These are called hidden files. 

In the rest of this section, we will look at three of the settings that can be set 
in the .cshrc and .login files files: aliases, shell variables and environment 
variables. There is more information about adding these settings to your 
.cshrc and .login files in Infosheet 45: About .cshrc and .login files, which 
you should read in conjunction with this section. 

3.6.2 Using aliases for commands you use frequently 
An alias is a single, short command which is defined to stand for a longer 
command or a set of commands.  

1 For example, type 
alias myls 'ls -l | more' 

This defines the alias myls for this session only. 

2 Type 
cd /usr/local/bin 

3 followed by 
myls 

to test that it works. You should get the same output as from the command 
ls -l | more 

4 Type 
alias 

to list all aliases. 

5 Type 
unalias myls 

Guide 2: Further UNIX 18



to remove the alias myls. 

6 Type 
myls 

and you should see: 

myls: Command not found. 

The alias myls had one drawback: it did not allow you to specify which files 
or directories to list. However, aliases can also be constructed so that they 
take arguments.  

1 Create an alias which takes one argument: 
alias list ’ls –l \!:1 |more’ 

2 And then test it: 
list ~/furtherunix 

The alias list takes one argument, which can be any argument that you 
would be allowed to use with ls –l. You may find it useful to create an alias 
that can take any number of arguments, including none.  

1 Type 
alias multilist ’ls –l \!:* |more’ 

2 And then test it. Type 
multilist 
multilist /usr/local/bin/e* 
multilist /usr/local/bin/e* ~/furtherunix  

It is useful to add alias definitions to the .cshrc file, so that they are 
available for you to use each time you log in. You are advised to consult the 
document InfoSheet 45: About .cshrc and .login files for instructions and 
useful examples. 

3.6.3 Shell variables 
The C-shell is the program that understands the commands you type at the 
keyboard. Every time you log in or create a new dtterm window, you start a 
new C-shell. The C-shell also understands and uses some settings called 
shell variables. 

1 To see which shell variables have already been set for you, type 
set 

You should see something like: 
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argv () 
cwd /home/hudson/pg/dxy3abc 
history 25 
home /home/hudson/pg/dxy3abc 
path (/usr/local/share/bin /usr/local/bin /opt/SUNWspro/bin /usr/dt/bin /usr/openwin/bin 
/usr/ccs/bin /usr/bin .) 
prompt altair [sparc.sunos5] !%  
shell /bin/csh 
status 0 
term dtterm 
user dxy3abc 

The shell variable prompt, in the middle of the list, contains the characters 
that are appear to the left of your UNIX prompt. In the standard setup, 
prompt displays the name of the computer you are using (e.g. altair), the 
version of UNIX on this computer (e.g. sparc.sunos5), and the number of 
this command (calculated by the !). 

1 Change the prompt to be UNIX guru :). Type: 
set prompt = ’UNIX guru :)’ 

Your prompt should change to: 

UNIX guru :) 

(If something goes wrong with this command, your prompt may end up 
empty. You will still be able to type commands if this happens, so just try 
again.) 

Like aliases, shell variables will be set for future sessions if they are 
included at the end of your .cshrc file. We recommend that you consult the 
document InfoSheet 45: About .cshrc and .login files for instructions and 
useful examples. 

3.6.4 Environment variables 
While shell variables are re-read from the .cshrc file each time you create a 
new C-shell, environment variables are usually set just once, in the .login 
file. This file is usually read only when you log in, not when you create a 
new C-shell, but the environment variables that it sets are inherited from 
the login shell by any new C-shells you create.  

The LPDEST environment variable is a simple example. LPDEST is used 
to name a convenient printer as the default destination for the lp command, 
so that you do not need to specify a printer each time you print a file.  

1 Check that you do not already have an setting for LPDEST. Type: 
env | grep LPDEST 

The command env displays a list of all your environment variables. 
However, the list will probably be long, so grep is used to see if there is an 
entry for LPDEST. If nothing is displayed on the screen, LPDEST has not 
been set. 
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1 Set an entry for the environment variable LPDEST: 
setenv LPDEST monoa4 

This command sets the printer monoa4 as the default printer. Notice that 
LPDEST, like all environment variables, is in upper case letters. 

1 Check that LPDEST has now been set: 
env | grep LPDEST 

You can now print a file to the printer monoa4 simply by typing  

lp filename 

instead of  

lp –dmonoa4 filename 

If you want to add an entry for LPDEST or other environment variables to 
your .login file, please read the document InfoSheet 45: About .cshrc and 
.login files for instructions.

Note: Some UNIX applications, such as Pine, use the printer named in the 
LPDEST environment variable as the default printer.  

3.6.5 The PATH variable 
There is one variable that has an unusual behaviour and is also one which 
you may wish to modify. This is the path variable.  

1 Type 
set 

and look at the entry for path. The path is a list of directories which contain 
commands, scripts and programs. When you type a command, e.g. ls, 
each of the directories in the path is searched in turn for an executable file 
with the same name as the command. The first entry that is found for ls is 
/usr/bin/ls, which is executed.  

Look at the list of files in your current path. Notice that the last entry is a . 
(dot), meaning your current directory. You can add any directory to your 
path so that you can use the executable files in it just by typing the 
filename. For example, you might have a directory called ~/myprogs, 
containing several programs. Then you could add myprogs to the end of 
your path by typing 

set path = ($path ~/myprogs) 

The $path part of this command refers to the existing settings. Always 
include this in any set path command.  

Although path is a shell variable, you should add it to your .login file, not 
your .cshrc file. This is because there is also an environment variable 
PATH, which contains the same information as path. If you modify PATH 
or path, the other will automatically be modified too. 
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3.7 Some other useful commands 

3.7.1 The find command 
The find command can be used to find files that have a particular set of 
characteristics. It is a powerful command; however, it can be complicated to 
understand and use! 

1 Type 
find ~ -name 'pnf*' -print 

This command may take some time to execute. It is particularly useful if 
you have forgotten the directory in which you have put a particular file. The 
command searches down the tree of the UNIX filesystem starting at ~ (the 
user's home directory) looking for any files that match pnf* and, if it detects 
any, it prints (i.e., it displays on the screen) the full name (including the 
directory) of the files that it has found. 

You can also make find execute a particular command each time it finds a 
file that matches your request: 

2 Type 
find ~ -name first20 -exec head -10 {} \;  

Everything after the -exec is executed with each file that matches. The { } 
means substitute at this point the name of the file that has been found, and 
the \; indicates the end of the command that is to be executed. 

There are many more options to the find command. These enable you to 
give more details about the kind of file that you are looking for. The 
command man find can be used to find further details about these options. 

3.7.2 The spell command 

1 Type 
cat first20 

2 followed by 
spell -b first20 

The spell command can be used to display the words of a file that the spell 
command thinks are incorrectly spelt. If you get no output from a spell 
command, then this means that spell has detected no misspellings. 

Use the b option to spell if you want spell to use British spellings rather 
than American spellings. The man page for spell says that ‘besides 
preferring “centre”, ”colour”, “programme”, “speciality”, “travelled”, and so 
on, the b option insists upon “-ise” in words like “standardize”, despite what 
Fowler and the Oxford English Dictionary say’. It also includes the warning 
that: ‘British spelling was done by an American’! 

The spell command does not know about all words that are correctly spelt. 
In particular, it will not know about the technical and jargon words of your 
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subject area. You can tell the spell command about words which you would 
like spell to regard as correctly spelt by putting the words (one per line) into 
a file. Suppose the file is called dictionaryfile, then you can use a 
command like:  

spell -b +dictionaryfile documentfile 

This technique can easily be demonstrated: 

3 type 
spell -b first20 >dictionaryfile 

4 followed by 
spell -b +dictionaryfile first20 

The first spell command has put all the misspelt words into the file 
dictionaryfile. The second spell command is persuaded into believing that 
all the words are correctly spelt, and so gives no output. Obviously, in 
practice, you should aim for a dictionary file not to contain any misspelt 
words. They can be removed from a dictionary file by using an editor. 

Note: there are times when spell will not pick out mistakes. The first line of 
first20 contains a typing error in the word which should be University. This 
error is not noticed by spell. 

3.7.3 ispell 
The Durham UNIX service also has a more advanced spell checker called 
ispell. ispell has British English as the default language and suggests 
possible corrections for words that are misspelt. To use ispell 

1 Type 
ispell first20 

ispell will go through the document and detects words that are misspelt. It 
then gives you the options to either replace the word with one of the 
suggested alternatives or to replace the word with the correct spelling. You 
can also build up a personal dictionary in ispell of unusual words that you 
use frequently e.g. the name of the street on which you live.  

More information about using ispell can be found in the ITS document 
Infosheet 126: Spell checking using ispell. 

4. Tidying up 
If you want to remove the files that have been created during this tutorial: 

1 type 
cd 

2 followed by 
rm -r furtherunix 
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5. A summary of UNIX commands used in this tutorial 
This section contains a summary of the commands introduced in the 
tutorial, together with some other useful UNIX commands 

5.1 Commands which manipulate files 
The following commands are useful for displaying a part of a file, or for 
displaying a file in some other form. 

grep  Search file(s) for a string or regular expression. Use: i option to 
ignore case, n option to add line numbers to output, v option to 
output only lines that do not match, s option to display nothing 
(except error messages). Examples: 

grep seperate fn 
grep 'the end' fn 
grep ^d fn 

head  Display the first few lines of file(s). Examples: 
head fn 

displays the first 10 lines, 

head -25 fn 

displays the first 25 lines. 

tail  Display the last part of a file. Use r option to display the lines in 
reverse order. Examples: 

tail fn 

displays the last 10 lines, 

tail -25 fn 

displays the last 25 lines and 

tail +100 fn 

displays from line 100.  

wc Display the word, line and character counts for the given file(s). 
Use the options -w, -l, -c to display each count separately. 

wc fn 

displays word, line and character counts of fn. 

wc -l fn 

displays number of lines in fn. 

sort Sort the lines in the file. If no options are given, sort according to 
the first characters on the line. Many options are available. 

sort fn 
sort -r fn 
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sort in reverse order. 

sort –k3,3 fn 

sort on the third field (separator is a blank or a tab). 

cut  Remove selected fields from each line of file(s). Examples: 
cut -c1,4,7-11 fn 

displays columns 1, 4, and 7-11 of the file fn. 

cut -d: -f1,5 fn 

displays fields 1 and 5 of fn where fields are separated by :  

fold  Fold long lines in order to display the file within a given width. 
Examples: 

fold fn 

breaks line after column 80, 

fold -132 fn 

breaks after column 132. 

paste  Join corresponding lines of files, or adjacent lines of one file. 
Examples: 

paste -d':' fn1 fn2 

joins lines of fn1 and fn2 with a : separator. 

paste -d'\0' fn1 fn2 

joins lines of fn1 and fn2 with no separator. 

paste -s -d':\n' fn 

displays lines formed by joining adjacent lines of fn. 

pr  Display file(s) perhaps in multiple columns. Examples: 
pr -m fn1 fn2 fn3 

displays lines formed by joining lines of files fn1, fn2, and fn3. 

pr -3 fn 

displays the lines of fn in 3 columns.  

split  Split a file into pieces. Examples: 
split -66 fn page. 

produces files page.aa, page.ab, ... containing 66-line chunks of 
fn. 

split fn 

produces files xaa, xab, ... containing 1000-line chunks of fn. 

tee  Replicate the standard output in file(s). Example: 
who | tee pipe.who | grep ^dcl | tee pipe.grep | wc -l 
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script  Make a transcript of a terminal session. Example: with 
script fn 

a new shell is started and everything is copied to file fn until an 
exit command is given. 

tr  Copy from input to output with substitution or deletion of selected 
characters. Examples: 

tr ' ' '\012' <fn1 >fn2 

translates spaces to end-of-lines. 

tr -d '\015' <fn1 > fn2 

deletes carriage return characters. 

tr '[A-Z]' '[a-z]' <fn1 >fn2 

translates upper-case to lower-case. 

expand Expand tab characters to space characters. Example: 
expand fn1 > fn2 

unexpand  
Convert space characters to tab characters. Example: 

unexpand fn1 > fn2 

5.2 Comparing files 
The following commands can be used to compare files. 

diff  Display line-by-line differences between pairs of text files. The b 
and w options ignore some spaces and tab characters. Example: 

diff fn1 fn2 

comm  Display lines only in first file, lines only in second, and/or lines in 
both files. Examples: 

comm fn1 fn2 

displays 3 columns containing lines only in fn1, lines only in fn2, 
lines in both files. 

comm -12 fn1 fn2 

displays lines in both fn1 and fn2. 

uniq  Remove or report adjacent duplicate lines. Example: 
uniq fn1 fn2 

5.3 Commands which help you to manage your disk space 
The following commands are useful when you are worried about the 
amount of disk space that is occupied by a file or the amount of disk space 
that is free. 

gzip Compress file(s). Example: 
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gzip fn 

produces file fn.gz from fn 

gunzip Uncompress file(s). Example: 
gunzip fn 

produces file fn from fn.gz 

df  Display the amount of disk space that is free. Examples: 
df 

and 

df /tmp 

du  Display the number of disk blocks used per directory or file. 
Examples: 

du 

and 

du -s 

5.4 Accessing external media 
The following commands can be used to access external media such as 
tapes and floppy disks. 

tar  Create, add or extract files from an archive (e.g., on a cartridge 
tape or file). Example: 

tar cv . 

volcheck 
Mount a floppy disk, CDROM etc, in a drive. Example: 

volcheck 

dos2unix  
Convert text file from DOS format to UNIX format. Example: 

dos2unix fn.dos >fn.unix 

eject  Eject media (e.g., a floppy disk) from a drive. Example: 
eject 

5.5 UNIX editors 
The following commands invoke standard UNIX editors. 

pico Invoke Pico, a simple text editor. Example 
pico fn 

emacs Invoke emacs, a powerful text editor. Example 
emacs fn 

ed  Invoke the UNIX line editor ed. Example: 
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ed fn 

sed  Invoke the UNIX stream editor sed. Example: 
sed 's/^/rm /' fn 

vi  Invoke the visual display editor vi. Example: 
vi fn 

5.6 Other useful commands 
The following commands are also useful. 

cal  Display a calendar. Examples: 
cal 1999 

and 

cal 3 1999 

file  Display a guess at what a file contains. Example: 
file fn 

find Find files by name, or by other characteristics. Examples: 
find ~ -name 'num.*' -print 

displays a list of all num.* files from the user’s filespace. 

find ~ \( -name a.out -o -name '*.o' \) -exec rm {} \; 

removes all a.out and .o files of user. 

frm  Display the sender and date of newly-arrived mail messages. 
Example: 

frm 

id  Display current username and group, and groups to which 
username belongs. Example: 

id 

spell  Report spelling errors. Use b option for British spellings. 
Examples: 

spell -b fn 

displays all words of the file fn that are unknown to the spell-
checker. 

spell -b +myjargon fn 

excludes words in the file myjargon. 

time  Time a command. Example: 
time ls -lR 
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uname  Display information about the system you are currently using. 
Example: 

uname -a 

w  Display who is logged in, and what they are doing. Examples: 
w 

and 

w dxy3abc 

which  Locate a command displaying its pathname or alias. Example: 
which who 

Most of the above commands have numerous options. Use:  

man commandname 

to display more details about a command, and the options that are 
available. Many of the basic UNIX commands also have their man pages 
available over the WWW at http://docs.sun.com
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