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Introduction to the purpose of this piece 
 
Random-sampling theory and its derivatives such as significance tests and confidence intervals 
cannot be used with populations or with non-random or incomplete samples. This makes them just 
about useless for all practical purposes in real-life research. A common response to this realisation is 
to wonder what to do instead. The answer is that there is no ‘instead’.  In general, these statistical 
red-herrings should simply be ignored when reporting research, removed when reviewing research, 
and ignored when reading research. An example is used here to illustrate the point and it shows 
that, without the clutter of random-sampling theory statistics, the study results are easier to 
interpret (and therefore to critique).  
 
The study chosen as an example is: 
 
Kunnen, E. (2013) The Effects of Career Choice Guidance on Identity Development, Education 

Research International, Volume 2013, Article ID 901718, 9 pages. 
http://dx.doi.org/10.1155/2013/901718 

 
This was chosen because of its area, because it is in an open access journal, and because it presents 
relatively simple results based on significance testing. The paper is no better or worse than 
thousands of others in this area or across the social sciences. It is just an example.  
 
 
How parts of the original study were described 
 
This section presents part of the original paper, starting with the abstract in order to provide an 
overview of the topic and methods. The complete original abstract stated:  
 

We investigated the effects of a student career choice guidance on identity development. We 
compared the levels of identity development before and after the guidance. In addition we 
compared the identity development of the participants with a normgroup of the same age and 
educational level. Following the guidance we found—as expected—that the participants 
showed a significant increase in commitment strength in the vocational and personal domains 
and in global identity. The effect size was moderate. The participants showed significantly 
higher increase levels than did the norm group. The initial commitment strength in the group 
with career choice problems was lower as compared to the normgroup in the vocational and 
personal domain but not in the global identity. (Kunnen 2013) 

 
This abstract is deficient in several ways as it stands. It says very little about design or methods. It 
does not even state how many cases were involved in the study. It makes no mention of why the 
results might matter or what the implications of the study are. It uses an odd phrase like 
‘commitment strength in the vocational and personal domains and in global identity’ without 
explanation. In addition, the abstract is deficient scientifically because it talks about ‘effects’ in a 
study that is not based on an appropriate design to investigate effects, and it refers to statistical 
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significance even though the cases turn out to be an incomplete population and not a random 
sample at all.  
 
The original description of the participants in the study was: 
 

All 120 participants of the Career Guidance Program (Saxion Orientatie project) in 2009, 2010, 
and 2011 were invited to participate in the study. About half of them agreed and participated 
in the preproject interviews. Of these 60 participants, 15 did not participate in the second 
interview session after the program. (Kunnen 2013) 

 
This is a perfectly adequate summary of the cases in the study (it would be improved by knowing 
something about the nature and age of the participants and the institutions from which they came). 
The summary makes clear that the cases form an incomplete population, with over 62% dropout. 
This is not a random sample and so the reader would not expect the analysis to treat it as one. 
However, the original analysis section of the paper included this passage: 
 

We started by investigating the requirements for 1-way ANCOVA, but the requirement that 
the error variance of the dependent variable should be equal across groups (Levene’s Test of 
Equality of Error Variances) was not fulfilled. Therefore we had to use 𝑡-test analysis. To 
investigate the first hypothesis we analyzed the changes in the raw scores in the guidance 
group between the first and the second assessment by means of a 𝑡-test. Because these 
changes concern the effects of an intervention, for the domains that showed a significant 
increase, we also computed the effect size by means of Cohen’s 𝑑 (the difference between 
both measurements divided by the average standard deviation of both measurements). 
(Kunnen 2013) 

 
Almost all of this (the first four and a half sentences out of five) are scientifically invalid. The 
significance tests described were designed for use with a random sample drawn from a larger known 
population. Their inclusion here is an error, and one that could be misleading to the analyst 
themselves as well as the readers.   
 
And the first result of the original study was portrayed as (including the original Table 1): 
 

The commitment scores of the program participants increased significantly in the vocational 
and personal domain and in global identity (Table 1). We calculated Cohen’s 𝑑 as an indication 
of effect size for the commitment scores that showed a significant increase, and in all cases a 
median effect size was found. The levels of exploration decreased significantly in the 
vocational domain and in the global identity. (Kunnen 2013) 

 
Table 1: Difference in the commitment and exploration scores per domain before (T1) and after (T2) 
the guidance (𝑛 = 45). 

Domain T1  St. dev.  T2  St. dev.  𝑇  sig. (1 
tailed)  

Cohen’s d 

Commitment 

Vocational  22.8  6.72  26.7  6.31  −3.573  0.003∗∗ 0.60 

Personal  22.8  6.66  25.7  7.56  −2.590  0.007∗∗ 0.41 

Global 
identity  

24.8  9.36  29.0  6.57  −3.819  0.000∗∗∗  0.52 

Exploration 

Vocational  17.1  4.92  15.3  4.36  2.380  0.01∗∗  

Personal 13.6  5.32  13.6  4.78  0.096 0.92  



3 
 

Global 
identity  

12.3  6.00  11.1  4.91  2.710  0.01∗∗  

∗P < 0.05; ∗∗P < 0.01; ∗∗∗P < 0.001. 
 
This analysis is incorrect in many ways, and the presentation is additionally not helpful to the analyst 
or the reader. All of the gobbledegook at the foot of the table needs to be deleted, as well as any 
asterisks in the table or text used to denote statistical significance. Second, the columns for T and 
‘sig.’ need to be deleted. All of this material is about probabilities calculated for a random sample. 
They mean nothing in this context, clutter up the findings for no reason, and are in danger of 
misleading readers. The author has made analytical decisions on the basis of these invalid figures 
and so those decisions will also be invalid. For example, where ‘effect’ sizes are used they should be 
calculated for all six rows of the table not merely those incorrectly labelled as ‘significant’. 
 
It would be helpful for the reader to see instead the gain scores, or differences in mean scores from 
before and after the careers guidance, and of course the ‘average standard deviation of both 
measurements’ as used to calculate the ‘effect’ size. These are more important than almost anything 
else in the existing table, but they are missing. Instead the author lists meaningless figures and 
probabilities. There are many other problems with this table as a presentation. There is no need, for 
example, to introduce the labels T1 and T2 in the table description and then have to explain what 
they mean. It is much easier just to put what they mean in the table header. To quote results to two 
and three decimal places for a study involving vague measures and only 45 cases is beyond 
misleading. It is effectively dishonest. There is no way that the author can claim accuracy to five 
parts in ten thousandths.  
 
 
How the study could have been described 
 
Dealing with some of the problems identified about, the abstract could have been:  
 

Based on 45 students (62% dropout), we investigated self-reports on their identity 
development before and after a program of career choice guidance. In addition we compared 
the identity development of these participants with another group of students of the same 
age and educational level but who did not receive the guidance. Following the guidance, we 
found that the participants reported an increase in commitment strength in what we term the 
vocational and personal domains and in global identity. The ‘effect’ size was moderate. The 
participants reported a higher increase in commitment strength than the comparison group, 
but they had started with reported career choice problems and lower initial commitment 
strength anyway. So the two groups were not really comparable in the first place. This means 
that the study has no real implications. 

 
The last sentence is unlikely to be written in fact, but is probably the best summary of the true 
outcome. Giving careers guidance to a group with problems is associated with a change in some 
poorly-defined measures which does not appear in a non-comparable group without problems. So 
what? 
 
The description of the participants could have been: 

 
All 120 participants of the Career Guidance Program (Saxion Orientatie project) in 2009, 2010, 
and 2011 were invited to participate in the study. About half of them agreed and participated 
in the preproject interviews. Of these 60 participants, 15 did not participate in the second 
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interview session after the program. The 45 eventual participants are not a sample. They are 
an incomplete population of all eligible students (with a less than 38% participation rate).  

 
The change at the end is crucial since it demonstrates to readers why significance tests cannot be 
used in this study. The analysis could therefore have been described thus: 

 
We calculated the changes in the raw scores in the guidance group between the first and the 
second assessment, and these were converted into a Cohen’s 𝑑 ‘effect’ size (the difference 
between both measurements divided by the average standard deviation of both 
measurements). 

 
This is much simpler than the original and less confusing for the reader, leaving more words for the 
author to expand the abstract, or include a conclusion about the study implications (or lack of them). 
The first result section could also be much simpler: 
 

The reported commitment scores of the program participants increased noticeably in the 
vocational and personal domains and global identity (Table 1). However, the reported levels of 
exploration either decreased or remained the same. 

 
It is phrased like this to emphasise to the reader that no actual behaviour was observed. The 
measures are based on a questionnaire. Shorn of the fake significance test stuff, and adding columns 
for the gain scores and overall standard deviations (used to calculate the ‘effect’ sizes), Table 1 looks 
like this: 
 
Table 1: Difference in the commitment and exploration scores per domain before and after the 
guidance 

Domain Before 
scores  

After scores Gain scores Average 
standard 
deviation.  

Cohen’s d 

Commitment 

Vocational  22.8  26.7  +3.9 6.5 +0.60 

Personal  22.8  25.7  +2.9 7.2 +0.40 

Global identity  24.8  29.0  +4.2 8.0 +0.53 

Exploration 

Vocational  17.1  15.3  -1.8 4.7 -0.38 

Personal 13.6  13.6  0 5.1 0 

Global identity  12.3  11.1  -1.2 5.5  -0.22 
𝑛 = 45 
 
This is much easier to read, and the audit trail to the effect sizes is much clearer. The final column is 
simply the fourth column divided by the fifth one. The table would be even simpler without the 
before and after scores. Portrayed like this (correctly) the table somewhat alters the sense of the 
findings. After the careers guidance, students generally increased their ‘commitment’ scores but 
decreased or maintained their ‘exploration’ scores, in each case by a noticeable amount. Whether 
this means anything of interest would be up to the original author to state.  
 
 
Why does it matter? 
 
It should matter that analysis is performed correctly, and running significance tests with a population 
with 62% dropout is just incorrect. Deleting all mention of this error as in the second half of this 
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discussion has many further advantages. It makes the description of methods and findings shorter, 
creating space for things that are too often omitted in reports (including some really basic stuff like 
the number of cases, in the abstract). It reduces the task of the author, allowing them to focus 
instead on their narrative and on making purported aids to understanding like tables genuinely 
helpful. It makes it easier to read the paper, and brings it in to the purview of readers who do not 
cope well with statistics (with good reason perhaps). It is less likely to bamboozle readers with fake 
technicalities. And it should make it easier for the analyst themselves to see what the true headline 
results are. There is no reason not to portray research as simply and accurately as possible. There is 
generally nothing to do ‘instead’ of significance tests and the like. Their removal is usually 
improvement enough.  
 


