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Research Day - Schedule of Events 
 

9:30 Introduction  Gordon Love 

9:45 Keynote Sue Black 

10:30 Break 

11:00 Algorithms and Complexity in Durham (ACiD) Introduction Iain Stewart 

11:10 A comparison between security, speed and accuracy for R-LWE 
based cryptosystems, with a focus on New Hope 

Karl Southern 

11:25 The Sum-Of-Squares Hierarchy and Proof Complexity  Abdul Ghani 

11:40 On Cycle Transversals and Their Connected Variants in the Absence 

of a Small Linear Forest 

Giacomo Paesani 

11:55 Colouring H-free Graphs of Bounded Diameter  Siani Smith 

12:10 Industry Speaker Atom Bank 

12:45 Lunch + Posters 

13:45 Innovative Computing Group (ICG) Introduction Alexandra Cristea 

13:55 Evaluation of a Dual Convolutional Neural Network Architecture for 

Object-wise Anomaly Detection in Cluttered X-ray Security Imagery 

Yona Falinie A. Gaus 

14:10 Real-Time Learning of Normality for Real-Time Anomaly Detection in 

Visual Data 

Phil Adey 

14:25 Deep built-structure counting in satellite imagery using attention 

based re-weighting 

Anza Shakeel 

14:40 Industry Speaker Clicksco 

15:15 Break 

15:45 Natural Language Processing (NLP) Introduction Noura Al-Moubayed 

15:55 Exploring the Impact of Paraphrasing in Multitask Question 

Answering Models 

Tom Hudson 

16:10 Constraints Routing Model (CRM) to personalize recommendations. Mohammed Alatiyyah 

16:25 Natural Language Inference with Deep Learning Amit Gajbhiye 

16:40 ExaHyPE - "An Exascale Hyperbolic PDE Engine" Dominic Charrier 

16:55 Prizes Gordon Love 
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A comparison between security, speed and accuracy for R-
LWE based cryptosystems, with a focus on New Hope 

 
Karl Southern 

 
Since Shor’s algorithm ‘broke’ a lot of Public Key Cryptography schemes there has been a large 
amount of research done into new algorithms that are secure against quantum computers. One 
of the new ’hard’ problems that is used in a large number of new cryptosystems is the Learning 
with Errors problem (LWE), which has been further generalised into the Ring-Learning with Errors 
problem (RLWE). 
 
This paper analyses the underlying RLWE system and its inefficiency in terms of both speed and 
in the amount of redundancy it has within the messages. It then looks at a method of increasing 
the efficiency of the cryptosystem by encrypting multiple bits per coefficient, using Gray code 
and applying error correcting codes. This increases the efficiency of the cryptosystem but also 
increases the error rate of the decryption. 
 
The paper concludes by suggesting different levels of parameters for the original R-LWE system 
and our changed version, dependent on different levels of security, speed and accuracy. 

 
The Sum-Of-Squares Hierarchy and Proof Complexity 

 
Abdul Ghani 

 
The Sum-Of-Squares hierarchy - also known as the Lasserre or Positivstellensatz hierarchies - is a 
method of generating semidefinite relaxations of polynomial optimization problems. It has found 
many diverse applications, including robotics, machine learning, the theory of constraint 
satisfaction problems, and much more. 
 
In this talk we will view the Sum-Of-Squares hierarchy as a propositional proof system - i.e., as a 
method of demonstrating the unsatisfiability (or the tautologyhood) of propositional statements. 
In particular we will be concerned with the complexity of refuting translations of unsatisfiable (in 
finite domains) first-order combinatorial statements. This complexity is very intimately related 
with the degree of the relaxations. 
 
This introductory talk will begin with relevant background and definitions. This will be followed 
by some key results and applications of Sum-Of-Squares throughout theoretical computer 
science. We will finish by discussing its relationship to proof complexity, including some recent 
results and open questions.  
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On Cycle Transversals and Their Connected Variants 
in the Absence of a Small Linear Forest 

 
Giacomo Paesani 

 
A graph is H-free if it contains no induced subgraph isomorphic to H. A feedback vertex set and 
an odd cycle transversal are sets of vertices whose removal leaves the remaining graph acyclic 
and bipartite, respectively. We prove new complexity results for the two classical cycle 
transversal problems Feedback Vertex Set and Odd Cycle Transversal by showing that they can 
be solved in polynomial time for (sP1 + P3)-free graphs for every integer s ≥ 1. 
 
We show the same result for the variants Connected Feedback Vertex Set and Con- 
nected Odd Cycle Transversal. For the latter two problems we also prove that they are 
polynomial-time solvable for cographs; this was known already for Feedback Vertex 
Set and Odd Cycle Transversal. 
 
The talk is based on joint work with: Carl Feghali, Matthew Johnson, Dani ̈el Paulusma. 
 

 
 

Colouring H-free Graphs of Bounded Diameter 
 

Siani Smith 
 
Abstract: A k-colouring of a graph G is a mapping from the vertices of G to the integers {1, 2, ...k} 
such that no two adjacent vertices map to the same colour. The Colouring problem is to decide, 
given a graph G and integer k, whether G is k-colourable. If k is fixed we obtain the k-colouring 
problem. Colouring is NP-complete, even for a fixed k at least 3. As a result these problems have 
been studied further for restricted graph classes, particularly those characterised by forbidden 
induced subgraphs. 
 
We prove results for graphs which both avoid some set of forbidden induced subgraphs and have 
bounded diameter, demonstrating that in some cases the problem becomes tractable whilst in 
others it remains hard. 
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Evaluation of a Dual Convolutional Neural Network Architecture for 
Object-wise Anomaly Detection in Cluttered X-ray Security Imagery 

Yona Falinie A. Gaus 
 

X-ray baggage security screening is widely used to maintain aviation and transport security. Of 
particular interest is the focus on automated security X-ray analysis for particular classes of object 
such as electronics, electrical items and liquids. However, manual inspection of such items is 
challenging when dealing with potentially anomalous items. Here we present a dual 
convolutional neural network (CNN) architecture for automatic anomaly detection within 
complex security X-ray imagery.  
 
We leverage recent advances in region-based (R-CNN), mask-based CNN (Mask R-CNN) and 
detection architectures such as RetinaNet to provide object localisation variants for specific 
object classes of interest. Subsequently, leveraging a range of established CNN object and fine-
grained category classification approaches we formulate within object anomaly detection as a 
two-class problem (anomalous or benign). While the best performing object localisation method 
is able to perform with 97.9% mean average precision (mAP) over a six-class X-ray object 
detection problem, subsequent two-class anomaly/benign classification is able to achieve 66% 
performance for within object anomaly detection. Overall, this performance illustrates both the 
challenge and promise of object-wise anomaly detection within the context of cluttered X-ray 
security imagery. 
 

Real-Time Learning of Normality for Real-Time Anomaly 
Detection in Visual Data 

Phil Adey 
 

The aim of anomaly detection is to identify when an observation is somehow abnormal. In the 
case of computer-vision based anomaly detection, the aim is to identify abnormalities in videos 
and images, such as the appearance of a unicyclist in a pedestrianised zone.  
 
One approach to anomaly detection involves breaking it down into three sequential components: 
region extraction, feature extraction and density estimation; where there are multiple ways to 
achieve each component. In region extraction, the challenge is to find interesting rectangular 
areas within the imagery to analyse, when it is not known in advance exactly what kind of thing 
to look for. Feature extraction aims to map the visual data from each region to a lower-
dimensional space in which there is less redundancy.  
 
Finally, density estimation asks how likely it is that a point in this lower dimensional space should 
occur, given all the points that have occurred in this space before.  This talk will demonstrate and 
explore one such method, which was demonstrated live at an industrial exhibition in Hannover 
in April. 
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Deep built-structure counting in satellite imagery using 
attention based re-weighting 

 
Anza Shakeel 

 
This paper addresses the challenging problem of counting built-structures in the satellite 
imagery. Building density is a more accurate estimate of the population density, urban area 
expansion and its impact on the environment, than the built-up area segmentation. However, 
building shape variances, overlapping boundaries, and variant densities make this a complex task. 
To tackle this difficult problem, we propose a deep learning based regression technique for 
counting built-structures in satellite imagery. 
 
Our proposed framework intelligently combines features from different regions of satellite image 
using attention based re-weighting techniques. Multiple parallel convolutional networks are 
designed to capture information at different granulates. These features are combined into the 
FusionNet which is trained to weigh features from different granularity differently, allowing us 
to predict a precise building count. To train and evaluate the proposed method, we put forward 
a new large-scale and challenging built-structure-count dataset. Our dataset is constructed by 
collecting satellite imagery from diverse geographical areas (planes, urban centers, deserts, etc.,) 
across the globe (Asia, Europe, North America, and Africa) and captures the wide density of built 
structures.  
 
Detailed experimental results and analysis validate the proposed technique. FusionNet has Mean 
Absolute Error of 3.65 and R-squared measure of 88% over the testing data. Finally, we perform 
the test on the 274.3 × 103 m2 of the unseen region, with the error of 19 buildings off the 656 
buildings in that area. 

 
Exploring the Impact of Paraphrasing in Multitask Question 

Answering Models 
 

Thomas Hudson 
 
A recent trend in NLP is multitask learning - training one model to perform multiple tasks at once. 
A notable benchmark is decaNLP where the aim is to solve ten standard NLP tasks using a single 
model.  decaNLP frames each task as question answering task and the authors claim that this 
allows them to perform zero-shot learning on related tasks. 
 
We show how simple paraphrasing of the question can lead to the model failing, and we propose 
exploiting the multitasking aspect of the model to improve its robustness. 
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Constraints Routing Model (CRM) to personalize 
recommendations 

 
Mohammed Alatiyyah 

 
Recommender Systems (RSs) support users by guiding them to personalized items based on a 
huge number of options derived from decision-support systems. Traveling from a location to 
another with multi constraints and preferences is challenges when the traveler is in an unknown 
area. Constraints Routing Model (CRM) is a generalized model which handles different 
constraints to build and customize routing. Constraints in the CRM are divided into (1) Hard 
Constraints (HC) and (2) Soft Constraints (SC). The HC must be satisfied where the SC representing 
the satisfaction level. The CRM is applicable in variants applications: (1) Tour Trip Design Problem, 
(2) Electric Vehicle Routing Problem, and (3) Cycling Routing Problem. 
 

Natural Language Inference with Deep Learning 
 

Amit Gajbhiye 
 

TBA 
 

ExaHyPE - "An Exascale Hyperbolic PDE Engine" 
 

Dominic E. Charrier, Tobias Weinzierl 
 
The Horizon 2020 project ExaHyPE develops a simulation engine for realising solvers for a wide 
class of hyperbolic partial differential equations (PDE). ExaHyPE researchers use the engine to 
simulate the dynamics of earthquakes and astrophysical events. Applications powered by 
ExaHyPE can be run on a student's laptop, but are also able to exploit the thousands of processor 
cores of state-of-the-art supercomputers. 
 
The engine can dynamically adapt the accuracy of simulations where needed through arbitrarily 
adaptive mesh refinement. Due to the robustness and shock capturing abilities of ExaHyPE's 
numerical methods, users of the engine can also simulate nonlinear hyperbolic PDEs with very 
high accuracy. Users tailor the engine to their particular PDE by specifying evolved quantities, 
fluxes, and source terms. Consequently, a complete simulation code for a new hyperbolic PDE 
can often be realised within a few hours - a task that, traditionally, can take weeks, months, often 
years for researchers that start from scratch. 
 
In this talk, I showcase ExaHyPE's workflow and capabilities. Special focus lies on the 
parallelisation aspects of the simulation engine. 


