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Economists tend to believe in a sharp separability of facts and values in economics. That is, they believe that claims 

about ‘what there is’ in the realm of economic phenomena can be assessed without the need to make value 

judgements and that these claims are true independently of our normative commitments – our beliefs about ‘what 

ought to be’. Among the first things beginning economics students learn is that there is a positive economics – an 

economics of facts – and a normative economics – another economics that makes value judgements about institutions 

and policies. While positive economics is thought to be free of value judgements, normative economics is based on 

both facts and value judgements. Beliefs about what there is can influence beliefs about what ought to be but not the 

other way around. 

 

The sharp separability of facts and values – sometimes referred to as ‘the fact/value dichotomy’ –has come under 

attack from philosophers, methodologists, and economists themselves in the past decades (see Putnam 2002, 

Dasgupta 2005, Kincaid et al. 2007, Reiss 2008, Putnam and Walsh 2011, Su and Colander 2013, Hausman et al. 2017, 

among others). The purpose of this paper is to survey the arguments that have been given to the effect that facts and 

values are, against what the economic mainstream seems to hold, deeply entangled. I limit my discussion to positive 

economics and focus in particular on the various stages of economic theorising and theory testing – both indubitably 

things an economist does qua scientist and not qua policy adviser – at which values have been argued to enter and 

affect our factual beliefs about what there is. I start by providing a brief discussion of the received view about the 

fact/value dichotomy in economics, present a small amount of evidence that economists indeed subscribe to it, and 

trace back its philosophical origins. The main body of this paper examines the role of values in theory development, in 

economic concept formation, in economic modelling, in hypothesis testing, and in hypothesis acceptance. 

 

1. Background: The ‘Received View’ in Economics 

 

A good place to start examining what mainstream economists’ methodological views is Milton Friedman’s essay ‘The 

Methodology of Positive Economics’ (Friedman 1953). Friedman begins by recalling John Neville Keynes’ three-way 

distinction among a positive science: a body of systematised knowledge of what there is; a normative science: a body 

of systematised rules for thinking about what ought to be; and an art: a system of rules for attaining a given end. He 

writes that ‘Positive economics is in principle independent of any particular ethical position or normative judgments. 

[… It] is, or can be, an “objective” science, in precisely the same sense as any of the physical sciences.’ (Friedman 

1953: 4).  

 

Friedman takes ‘any particular ethical position’ and ‘normative judgements’ to be equivalent. However, ethical 

judgements are in fact a subset of all normative or evaluative judgements. ‘This painting is beautiful’ is an aesthetic 

judgement; ‘this society is just’ a political one; ‘this problem is complex’ an epistemic one. Epistemic values – values 

pertaining to the assessment of knowledge claims such as predictive success or empirical adequacy, fruitfulness, 

logical consistency, coherence with accepted theories etc. – are widely accepted to play an indispensable role in 

science, but one that is thought to be unproblematic (though see for instance Longino 1996). It is the non-epistemic – 

moral, social, political, cultural, aesthetic etc. – values that should be kept out of science. When I speak of values in 

this essay, unless qualified, I will speak of non-epistemic values. 

 

Understood in this way, Friedman’s essay thus gives a clear statement of what I would like to call the fact/value 

separability thesis. The thesis holds that (1) factual statements are true in virtue of what the world is like alone, and 

(2) that their truth can be known independently of (non-epistemic) value judgements – judgements about what 

humans deem good and bad, right and wrong, beautiful and ugly. Part (2) of the thesis can be expanded into the claim 

that factual statements and value judgements come with their own respective methods of verification or proof. 

Gregory Mankiw, referring to factual statements as ‘positive’ and value judgements as ‘normative statements’, 

summarises this point nicely in his textbook Principles of Economics (Mankiw 2015: 28): 
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A key difference between positive and normative statements is how we judge their validity. We can, in principle, 

confirm or refute positive statements by examining evidence. An economist might evaluate Polly’s statement 

[‘Minimum-wage laws cause unemployment.’] by analyzing data on changes in minimum wages and changes in 

unemployment over time. By contrast, evaluating normative statements involves values as well as facts. Norma’s 

statement [‘The government should raise the minimum wage.’] cannot be judged using data alone. Deciding what is 

good or bad policy is not merely a matter of science. It also involves our views on ethics, religion, and political 

philosophy. 

 

Factual statements are known ‘scientifically’ by examining the evidence; value judgements require beliefs about 

ethics, religion and politics. Meta-ethicists debate what it is in virtue of which value judgements are true, and indeed if 

they can be true and false at all. Friedman, for one, was a non-cognitivist: he believed that value judgements have no 

truth value and therefore that differences about values are ‘differences about which men can ultimately only fight’ 

(Friedman 1953: 5). Friedman here echoed earlier economists expressing the same view concerning the rationality of 

the scientific enterprise of positive economics and irrationality of the enterprise of forming beliefs about values. Lionel 

Robbins, for instance, declared: ‘If we disagree about ends it is a case of thy blood or mine – or live and let live... But if 

we disagree about means, then scientific analysis can often help us resolve our differences. If we disagree about... 

morality..., then there is no room for argument’ (Robbins 1932: 134). 

 

It is easy to see that the separability thesis is a natural consequence of this view about ethics. Imagine someone was a 

non-cognitivist about ethics and yet rejected the separability thesis. No rational debate about value judgements is 

possible. Value judgements are a matter of thy blood or mine. But because factual statements cannot be known 

independently of value judgements, their irrationality affects all of science. Science would be in no better situation 

than politics. If one happens to believe that one person’s ethical views are no better than another person’s views and 

differences of opinion can never be settled by rational debate, but one also believes that science is a rational 

enterprise where differences are resolved by evidence and argument, then one had better believe the separability 

thesis on pain of inconsistency. Contrapositively, if one rejects separability but views science as capable of rational 

argument, one should have a similar view of ethics. Gustav Schmoller, a highly influential German economist and the 

most prominent member of the ‘younger’ German Historical School in the late 19th and early 20th century, was an 

early critic of separability (Nau 2000). But he was also an ‘objectivist’ about ethics who maintained that ethical 

discourse is just as capable of rational argument as science and that ethical progress was possible (Haller 2004). 

Schmoller’s and Friedman’s views are thus fundamentally opposed to one another but equally consistent. 

 

Contemporary economists tend to agree with Friedman and not with Schmoller on these matters. In a widely 

discussed methodology paper, Faruk Gul and Wolfgang Pesendorfer write (Gul and Pesendorfer 2008: 8): 

 

[S]tandard economics has no therapeutic ambition; that is, it does not try to evaluate or improve the individual’s 

objectives. Economics cannot distinguish between choices that maximize happiness, choices that reflect a sense of 

duty, or choices that are the response to some impulse. Moreover, standard economics takes no position on the 

question of which of those objectives the agent should pursue. 

 

Standard economics is, thus, value-free. 

 

One final but important point. The fact/value separability thesis asserts only that facts can be known independently of 

values. That value judgements depend, in part, on factual beliefs is undisputed. The normative belief Mankiw used as 

example, viz., that ‘the government should raise the minimum wage’, certainly depends in part on a factual belief that 

doing so would not lead to economic collapse and mass impoverishment. At a more general level, Immanuel Kant has 

taught us that ‘ought implies can’. This in turn implies that if something cannot be done, then it can’t be anyone’s 

obligation to do so. Judgements about what can and cannot be done are heavily dependent on factual beliefs, for 

instance, beliefs about causal relations and laws of nature. Through this route factual beliefs will almost always affect 
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judgements about values. To maintain that value judgements are ‘fact laden’ does not amount to a rejection of the 

separability thesis. 

 

2. Background: The Philosophical Sources of the Received View 

 

The received view as I have described it in the previous section originates in David Hume’s empiricist philosophy. 

Hume held that all statements that express genuine knowledge – as opposed to mere opinion – fall into either of two 

categories: matters of fact and relations of ideas. Hume’s ‘matters of fact’ are analogous to contemporary empiricists’ 

‘factual statements’ such as ‘grass is green’ or ‘John is 6 foot tall’, the truth of which can be known through 

observation. ‘Relations of ideas’ are statements of logic and mathematics: ‘All bachelors are unmarried’, ‘2 + 2 = 4’ 

etc. They are self-evident, or derived from self-evident principles by the rules of logic. The sorting of all genuine 

knowledge into either matters of fact or relations of ideas has come to be known as ‘Hume’s fork’ (Bunnin and Yu 

2004). That Hume meant business when he introduced this criterion for genuine knowledge can be seen from the 

following passage (Hume 1777 [1902]: 165): 

 

When we run over libraries, persuaded of these principles, what havoc must we make? If we take in our hand any 

volume of divinity or school metaphysics, for instance, let us ask, Does it contain any abstract reasoning concerning 

quantity or number? No. Does it contain any experimental reasoning concerning matter of fact and existence? No. 

Commit it then to the flames, for it can contain nothing but sophistry and illusion. 

 

Hume’s fork constitutes a problem for value judgements because they are neither matters of fact nor relations of 

ideas. ‘Killing an innocent person is wrong’ is not self-evident. One does not contradict oneself if one maintains the 

opposite. ‘Killing an innocent person is permissible’ may sound false, even absurd, but it is not self-contradictory as 

‘John is a bachelor, and he is married’ is. But nor is it a matter of fact according to Hume’s observability criterion. 

There is no observable evidence we could adduce to settle the question whether killing an innocent person is wrong 

or not. If at all, we have to settle the question by other means. Hume therefore writes (ibid.: 290): 

 

[H]ow can we determine whether the person who killed [a man] be criminal or innocent? But after every 

circumstance, every relation is known, the understanding has no further room to operate, nor any object on which it 

could employ itself. The approbation or blame which then ensues, cannot be the work of the judgement, but of the 

heart; and is not a speculative proposition or affirmation, but an active feeling or sentiment. 

 

Hume gave another argument that served to establish a divide between facts and values. He observed that a number 

of contemporary philosophers used an argument form that began with the description of some (alleged) fact – such as 

God’s existence, or that people behave in such-and-such a way – and ended with the moral claim that people ought to 

behave in a certain way or should abstain from something. He argued that this kind of reasoning was fallacious: in 

order to establish an ethical claim, at least one ethical premiss is needed – one cannot derive an ‘ought’ from an ‘is’. 

This has come to be known as the ‘is-ought fallacy’. 

 

Both Hume’s fork and the ‘is-ought fallacy’ imply the separability thesis. I have already mentioned above that 

someone who believes that value judgements do not constitute genuine knowledge and that factual claims do cannot 

also deny that facts and values are a different kind of thing. And the ‘is-ought fallacy’ would not be a fallacy if ‘is’-

statements entailed ‘ought’-statements, which they could if facts and values were not strictly separable. 

 

Willard Van Orman Quine’s work on the empiricist legacy in the 1950s questioned the legitimacy of Hume’s 

dichotomies (Quine 1953). I will not rehearse his arguments here except to point out that to the extent to which 

Quine’s argument are successful, the initial philosophical motivation for maintaining the separability thesis has been 

shaken. If there is no clear criterion to distinguish fact from convention, or indeed no clear empirical criterion to tell us 

what a fact is to begin with (Hume’s view that facts must be observable certainly won’t do for most economic facts), 
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we might not find the idea that some facts are laden with values so surprising. If, as Quine has argued, we do not put 

individual factual statements to the test, but rather require background beliefs of various kinds in order to tease out 

consequences from these statements that are able to face empirical scrutiny, it no longer seems outrageous that 

value judgements should be among those background beliefs (Walsh 1987). In what follows, I will examine a variety of 

ways in which value judgements enter economic theorising and testing. 

 

3. Positive Economics and Its Value Judgements 

 

3.1. Theory Development 

Among the core theories of positive economics are various theories of rational choice such as ordinal choice theory, 

expected utility theory, and game theory. Because they are theories of rational choice, one might think that these 

theories are normative and therefore economists must make value judgements even in the development of these 

theories. Economists tend not to think so, however. This is because they maintain that rational-choice theories only 

present some innocuous formal constraints on choice behaviour (or preferences) while remaining neutral about any 

substantive issues concerning rationality. Thus, while demanding that preferences be complete, transitive and 

continuous, no assumptions are made with respect to what it is rational to prefer. They agree with Hume that ‘’Tis not 

contrary to reason to prefer the destruction of the whole world to the scratching of my finger’ (Hume [1739] 1960: 

416). Economists don’t see themselves in the role of telling people what they ought to prefer and therefore, positive 

economics can be value free. It is value-free in the Weberian sense: economics analyses evaluative behaviour but the 

evaluations are those of the individuals analysed and not those of the economist, and they are not necessarily 

endorsed by the economist (Weber 1949[1904]). 

 

But we can’t let economists off the hook so easily. One reason to believe that in developing and defending rational-

choice theories, economists must make substantive normative assumptions is that the ‘formal’ assumptions with 

which economists constrain preferences or behaviour are not quite as innocuous as they make it seem. This is perhaps 

most easily seen in the context of a famous paradox concerning expected utility theory.  

 

The Allais paradox (Allais 1953) is the following. People facing the choice between two sets of lotteries A1 and A2 on 

the one hand, and A3 and A4 on the other, tend to choose A1 in the first choice but A4 in the second (see Table 1). 

 

 

 

 

 

 

 

States 

Acts 

S1 

p=.89 

S2  

p=.1 

S3 

p=.01 

A1 €1,000 €1,000 €1,000 

A2 €1,000 €5,000 €0 

A3 €0 €1,000 €1,000 

A4 €0 €5,000 €0 

Table 1: The Allais Paradox 

 

This, however, conflicts with an assumption of expected-utility theory, viz. the sure-thing principle, which says that 

decision-makers should base their decisions on features that differ between lotteries. In states S2 and S3 the payoffs 
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differ between the lotteries, but the differences between the options A1 and A2 on the one hand, and A3 and A4 on 

the other, are exactly identical. Therefore, people should choose A1 over A2 if and only if they choose A3 over A4.  

 

The problem with the sure-thing principle is that it is not a merely formal assumption. It tells individuals which 

features of a decision situation ought to be relevant to their preference over alternatives. And people can have 

legitimately different views about which features of a decision situation matter. The ‘paradoxical’ choice behaviour 

doesn’t go away when people are made aware of the paradox. 

 

Arguably, this problem and many like it (see Reiss 2013b: Ch. 3) are owed to the normative nature of rational-choice 

theories and would not appear were economics based on purely behavioural approaches that don’t assume that 

people behave rationally or social approaches that don’t model individual behaviour at all. I do think that behavioural 

economics and many theories in macroeconomics are not subject to the same kind of value-ladenness as rational-

choice theories. However, there is a good reason for economics to portray individuals as rational: rational behaviour 

tends to be more stable as irrationalities are either driven out either by the market or by learning. Not to assume 

rationality would make the prediction and explanation of social phenomena harder. And so there is at least some 

reason to believe that this type of value-ladenness – ladenness with the non-epistemic value ‘rationality’ – would 

reappear even under a fairly different approach to economic theorising. 

 

3.2. Concept Formation 

Social scientists, economists included, often use terms to describe social phenomena that aren’t free of evaluative 

import. When, for instance, we call the recent financial crisis ‘destructive’ we provide information about its nature 

about also expresses our judgement that that kind of event is to be avoided. It is, thus, a term that mixes factual and 

evaluative components. Such terms have been called ‘thick ethical concepts’ (Williams 1985) in distinction to ‘thin 

ethical concepts’ such as ‘good’ and ‘bad’, ‘right’ and ‘wrong’ which are purely evaluative, without the descriptive 

component. (If I call someone a bad person, I express disapproval but I don’t say why I disapprove; if I call a person 

‘brutal’, I disapprove and I also give some information about the behaviour of which I disapprove.) 

 

Hilary Putnam has argued that thick ethical concepts are irreducibly value-laden (Putnam 2002). That is, we cannot 

factor a term such as ‘brutal’ into a purely descriptive component and a purely evaluative component such as ‘bad’ or 

‘wrong’. The idea is that if Sen describes a situation as being characterised by coarse brutality, he cannot translate his 

claim into one that is equally informative except that it lacks the expression of his disapproval.  

 

Let us call Putnam’s claim about thick ethical concepts the ‘irreducibility thesis’. It holds that concepts such as 

‘generous’, ‘elegant’, ‘skilful’, ‘strong’, ‘gauche’, ‘weak’, and ‘vulgar’ (these are Putnam’s examples; see Putnam 2002: 

35) cannot be factored into a purely descriptive concept and a purely evaluative one (so that fact/value separability 

could be maintained). On its own irreducibility does not threaten separability. After all, economists and other social 

scientists could simply avoid using these terms. They could stick to descriptive terms in their scientific work and only 

use thick concepts when playing the role of policy advisors. An economist qua scientist could thus remain value-free. 

 

John Dupré has argued that scientists cannot easily get rid of using evaluative terms even in their scientific work 

(Dupré 2007). One important role science plays in society is that it provides reasons for action. It is relatively 

uninteresting to learn, say, that the global average surface temperature is predicted to rise by 2.5ºC in the next 

decades under a ‘business as usual’ scenario. But to learn that a rise beyond 2ºC is ‘dangerous’ provides a reason for 

action. That Chicago had a homicide rate 18.6 per 100,000 by the end of 2015 is not nearly as informative as saying 

that Chicago is the most violent city in an, arguably, already violent country. We therefore, Dupré argues, use a 

language that mixes descriptive and evaluative components when we describe phenomena that matter to us. It is for 

this reason that social scientists cannot avoid thick ethical concepts. Call this the ‘indispensability thesis’. 
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There is another reason to believe that evaluations are indispensable in descriptions of social phenomena: many 

decisions that have to be made when constructing a social or economic indicator are value-based. Thus, even if we 

tried to give a technical meaning to a concept by operationalising it using an ‘objective’ measurement procedure, we 

cannot avoid value judgements. That this should be so in case of concepts that are overtly normative such as poverty 

and inequality (for these, see for instance Deaton 2013, Atkinson 2015) is perhaps not surprising. To describe a family 

as poor means to judge their material circumstances to fall short of some standard of acceptability. How precisely to 

measure inequality will have do to with judgements of significance of alternative differences or ratios of incomes, and 

significance in turn will depend on standards of fairness. But even seemingly (purely) descriptive indicators such as 

consumer prices, gross domestic product (GDP), and unemployment are, necessarily, constructed on the basis of value 

judgements. 

 

Consider consumer prices first. Consumer price level measurement traditionally proceeded on the idea of tracking the 

cost of purchasing a fixed basket of goods through time. This simple idea already involves numerous complexities. The 

basket of goods is meant to be representative of what people actually buy, but any sample will be more or less 

relevant depending on the consumption patterns of a given household. Not every household will, say, profit from the 

massive price decreases in the technology sector or from the availability of discount supermarkets located in places 

one can only reach by car. 

 

In practice, household budgets are weighed in proportion to their shares in overall expenditures. Households with 

larger expenditures do therefore have a larger effect on the composition of the basked than households with smaller 

expenditures. This is one way of doing it. Alternatively, one could weigh every household equally. Such an index has 

been called a ‘democratic index’ (Deaton 1998). Neither way is better in any objective sense but richer households will 

more readily think that the index is relevant to them than poorer households. This is somewhat incongruent with one 

of the important purposes for which such an index is used, viz., to isolate social security benefits recipients from 

changes in the purchasing power of money. 

 

In principle, the problem could be circumvented by different indices for different groups. But that would not stop the 

index being political. There is no natural end to the number of indices that can be computed. At what point would this 

be prohibitively expensive? Moreover, a larger number of indices would invite political dickering by (groups of) 

households to be represented by an index that is favourable to them. There are good reasons to publish only one or a 

small number of indices. 

 

How to weigh budgets is only one of the normatively charged decisions that has to be made. Others include the 

selection of the aggregation formula, the treatment of new goods, of quality changes, and of new outlets (for details, 

see Reiss 2008, 2013b). Let me mention but one important issue. A majority of (mainly, U.S.) economists working in 

the field believes that consumer price inflation should not be measured by a price index – which tracks the cost for 

purchasing a fixed basket of goods – but rather a cost of living index – which tracks the cost of purchasing a fixed level 

of welfare. Welfare, in turn, they assume to be given by preference satisfaction. Now, the preference-satisfaction 

theory of welfare is highly controversial (e.g., Hausman and McPherson 2009), as are all of its alternatives. What’s 

important is of course that we cannot settle the question which of these alternatives is right without argument about 

norms. We can avoid this particular problem by insisting on measuring a price index, but the value-ladenness of the 

index does not go away because that decision is itself one that is properly informed by value judgements. 

 

GDP and the unemployment rate are similarly value-laden. GDP is sometimes taken to be a measure of economic 

development or well-being but as such it is quite hopeless because it measures economic product, and it is obvious 

that there are dimensions of well-being other than economic product (e.g., environmental, social, cultural 

dimensions). Even as a measure of economic product, decisions have to be made that cannot be settled on the basis 

of examining empirical evidence. Many goods and services that are in fact produced don’t enter a nation’s GDP, or 

enter it only distortedly, because they are either not marketed or marketed underneath the radar of official statistics. 
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This can lead to enormous practical problems of estimating GDP, as happened in Nigeria in 2013 when rebasing the 

country’s GDP led to an increase of 89% and moved it past South Africa to be the biggest economy in Africa 

(Economist 2014). 

 

Normative considerations come into play when decisions have to be made which of the non-marketed (or not 

officially marketed) goods and services to include in GDP and which not to include. Government-provided goods and 

services are normally included, but their value has to be imputed. Often cost is taken to be a good estimate of value, 

which means that the government cannot become more efficient at providing goods and services. Goods and services 

provided by households for themselves tend not to be included. Even if this decision is not made consciously and 

guided by values, it can have significant consequences for the estimated value of GDP, so not taking its normative 

import into account can lead to a serious misestimation of a country’s economic health. 

 

An example of household-produced services that is significant both by its sheer size and by its importance to society is 

child-rearing and caring. In both cases, market alternatives are available, but many couples and families choose to 

provide the service in question in-house rather than buy it through the market. Now, consider two economies that are 

exactly identical in every respect, except that in one child rearing and caring services tend to be provided in-house 

whereas in the other they tend to go through paid child minder and carer services. The latter economy will have a 

higher GDP despite the fact that exactly the same volume of goods and services has been produced. 

 

Similar observations can be made about the unemployment rate. That is defined as the ratio of currently unemployed 

individuals to the total size of the labour force. Let us assume that there is a fact about whether an individual works or 

not (though even this may be contentious: What about someone who works only an hour per week? Or someone who 

is paid less than a living wage or nothing at all?). If an individual does not work, a decision has to be made whether to 

count her as unemployed (increasing the nominator and thus the unemployment rate) or not part of the labour force 

(decreasing the denominator; thus also increasing the unemployment rate but to a much lesser extent). The 

International Labour Organization (ILO) defines someone as unemployed when they are out of work, currently looking 

for work and available for work. The definition is used in many countries around the world but it is vague and 

therefore open to different interpretations. A teenager under 16, even when not in full-time education, is not part of 

the labour force. There is no fact about where to make the cut-off, and whatever a country chooses, the decision is 

certainly influenced by value judgements about the permissibility of child labour. Similarly for individuals who are past 

‘retirement age’. And then there is a question about how hard someone has to try in order to be regarded as ‘looking 

for work’. Does asking around in one’s neighbourhood suffice? Or reading the newspaper? As people rely on internet 

media more and more job ads in newspapers lose significance. But should someone be regarded as not being part of 

the labour force because they don’t have an internet connection? 

 

A proponent of separability might seek refuge in a division of labour between the policy maker and the economist. 

The policy maker makes value judgements, which in turn inform the economist in her construction of an indicator. 

Sure, one might say, whether a consumer price index should measure ‘cost of living’ and whether the latter should be 

understood as ‘cost for achieving a given level of utility, understood as preference satisfaction’ are normative issues 

that have to be addressed in an ethical debate. Once the decisions have been made outside of economic science, the 

economist can go an measure the value of the proposed indicator. 

 

Alas, this wouldn’t work. I do think that very fundamental decisions about, say, whether the consumer-price index 

should be a price index or a cost-of-living index can and, indeed, should be made in the political realm. But normative 

decision making doesn’t end there. I gave other examples above, and many of these are so deeply inside day-to-day 

measurement practice that policy makers could not always be around to contribute a normative judgement. When 

government statisticians visit shops to compare the prices of specific goods from month to month, they necessarily 

have to make a judgement about whether two items are comparable or not. In such a judgement value considerations 

can and should play a role. Moreover, it is not clear whether a policy maker or ethicist or other outside would 
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necessarily the best overall judgement. The judgment is influenced by values indeed, but also by factual knowledge 

about the economy, how price changes are caused, how they are distributed and so on. Economists (or other scientific 

experts) should be part of the decision making process. 

 

3.3. Modelling 

Economists use models for theory development, conceptual exploration (Hausman 1992), explaining economic 

phenomena (Reiss 2012, 2013a), predicting future events (Betz 2006) and many other purposes. The slogan, ‘All 

models are false, but some are useful’ (Box and Draper 1987) is widely known. Let us agree with the authors of the 

slogan that some economic models are indeed useful for the purposes just mentioned. Are there any implications of 

the first part of the slogan for fact/value entanglement? 

 

The first part of the slogan is actually a consequence of the second part: in order to be useful, models have to be false 

in some respects. Take prediction and a simple curve fitting problem. It is always possible to find some function such 

that all known data points lie exactly on the curve described by that function. But such a curve is likely to be overfitted 

and not particularly useful for predicting the next data point or points. This is because individual data points are 

subject to influences that are unsystematic and thus unlikely to be stable across observations. Simpler curves that 

ignore these unsystematic influences and thus, in a sense, are falsified by the data, tend to be more predictively 

successful (Forster and Sober 1994). Econometricians have argued that simple models that misrepresent the 

underlying data-generating process are superior to more faithful models in forecasting competitions because they are 

more robust to structural breaks in these processes (Clements and Hendry 1999). 

 

At least since Galileo it has been the mark of a good scientific explanation that it, to some extent, misrepresents the 

world as it appears to us. According to this view, actual observations are subject to two kinds of influences: general 

phenomena of scientific interest and accidents that are the result of the local particularities of an experiment or 

observation. A good explanation focuses on the general phenomena at the expense of the local accidents. Galileo’s 

accounts thus regularly ignore factors such as air resistance, friction, material composition and so on, thereby 

misrepresenting the world as it appears to us. Explanatory models always have this characteristic. 

 

There is a further reason for models to misrepresent the targets of which they are models, one that applies to all 

purposes including theoretical development and conceptual exploration. Models work by assuming the phenomenon 

of interest to behave in a certain way and then deriving implications from these assumptions. Mathematics is a 

powerful language to calculate the implications of assumptions, but in order to be able to use it, assumptions have to 

be expressed in the form of mathematical equations. That requires further idealisations. That utility functions are 

often assumed to be twice differentiable has no other reason than mathematical convenience. The same is true of the 

precise functional form relations between economic quantities are assumed to have (linear, Cobb-Douglas etc.), and 

many other assumptions. 

 

There are two reasons why value judgements enter modelling decisions. The first has to do with the fact that there 

are indefinitely many ways in which a model can idealise but only some will result in a model that is useful. The 

usefulness of a model is determined in the light of the purpose it is meant to serve. A useful model is one that is good 

at explanation, prediction or any of the other purposes for which it may be built. There are often trade-offs between 

the different purposes; that is, if a model is good at one purpose (or to address one question of scientific interest), it 

tends not to be good at a different purpose (or to address a different question; see for instance Weisberg 2007). We 

have seen one such trade-off above: successful forecasting models often misrepresent causal structure; a good 

explanatory model should get that right, but might not be particularly useful for predictive purposes (see also Elster 

2007: Ch.1). When making modelling decisions, a researcher should be aware of the consequences of these decisions 

for the ability of model to serve this or that purpose. The choice between purposes, in turn, involves value 

judgements. It involves, essentially, a judgement of what research questions are important to address and how to use 

scientific resources well. 
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The second reason has to do with the fact that once a model has been built and published, it often develops a life of 

its own and can be used by other researchers, policy makers, and government advisers. Different kinds of idealisations 

lead to models that can be and are used to justify different kinds of policies and new institutions. This feature of 

modelling has been discussed extensively in the aftermath of the recent Financial Crisis. Here is Joseph Stiglitz’ 

identification of the culprit (Stiglitz 2009: 329): 

 

The main cause of the crisis was the behavior of the banks—largely a result of misguided incentives unrestrained by 

good regulation. Conservative ideology, along with unrealistic economic models of perfect information, perfect 

competition, and perfect markets, fostered lax regulation, and campaign contributions helped the political process 

along. The banks misjudged risk, wildly overleveraged, and paid their executives handsomely for being short-sighted; 

lax regulation let them get away with it—putting at risk the entire economy.  

 

It is not that Stiglitz’s asymmetric information models are less idealised than the models he criticises. But his models 

have different regulatory consequences, and a modeller should be aware of these consequences and make modelling 

choices based on a careful evaluation of them. 

 

3.4. Hypothesis Testing 

At least in principle, the models about which Stiglitz complains – as well as his own models –could be put to the test 

before policies or institutions based on them are implemented. Indeed, we are told that ‘It is a fundamental principle 

of good public services that decisions are made on the basis of strong evidence and what we know works’ (Cabinet 

Office 2013: i). Since Stiglitz’s models and those he criticises make different assumptions but there isn’t a 

straightforward way to tell which ones are better (as they both misrepresent their targets in multiple ways), we have 

to leave the realm of theoretical modelling and address the issue empirically. 

 

Unfortunately, there is no generally accepted standard of evidence that we could use to define ‘strong evidence’ and 

that would provide us with good reasons to believe that, once a hypothesis has passed the test that implements the 

standard, we ‘know what works’. The ‘evidence-based’ approaches we find all across the social and life sciences and 

policy have proposed such a standard: if a policy (or treatment) hypothesis passes at least two randomised controlled 

trials (RCTs), then there is strong evidence that the policy (or treatment) works. But evidence-based approaches have 

been subject to extensive, and ultimately compelling, criticism. 

 

I will not repeat the criticisms here (for economics, see for instance Reiss 2013b: Ch. 11; for social policy, Cartwright 

and Munro 2010; for medicine, Worrall 2007). Instead, I’d like to focus on one specific claim that has been made with 

respect to the use of RCTs in testing hypotheses: RCTs are (at best) good at testing some hypotheses but not others. 

To demand that policy (or treatment) hypotheses be tested by an RCT means to restrict the range of admissible 

policies (or treatments). 

 

This is easy to see in medical and psychiatric research. In order for an RCT to deliver ‘strong evidence’, all participants 

in the experiment need to be blinded with respect to the treatment status of any given patient. Patients might react 

differently to a drug when they know they are given the active treatment rather than a placebo, doctors might behave 

differently, measurements taken might be affected. Blinding (or ‘masking’) works really well for drugs. But it doesn’t 

work well for other approaches such as acupuncture, chiropractic or environmental approaches. We cannot withhold 

from a patient that she is jogging. We cannot withhold from an acupuncturist that he’s practicing acupuncture. To 

demand testing by RCTs thus privileges some forms of treatment over others. 
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Generally speaking, all empirical methods come with limitations. Standard qualitative comparative analysis requires 

categorical data sets of a certain size, regression analysis well-behaved (and well-measured) variables with a known 

stable probability distribution, instrumental variables valid instruments, and process tracing extensive knowledge 

about the case at hand. Now, ideally, we start with a research question, learn about its domain as much as possible, 

formulate a hypothesis and test it using the most appropriate method for that question and that domain.  

 

This is not, however, how social science works, certainly not economics. Social scientists train their students in some 

methods but not in others. There are journals in social science that won’t publish a study unless it presents a p-value 

of a certain size (which prevents all qualitative approaches from applying). Colleagues prefer some methods over 

others and so promotion and funding decisions are not independent of methodological choices. Finally, there are 

these evidence-based approaches that tell us which methods produce high-quality evidence and which don’t. 

 

Methodological choices thus influence the choice of research question. And that, in turn, makes an implicit value 

judgement about which questions are important to be addressed. It may well be the case that the majority of 

researchers in a given field never makes a conscious decision about which research methods to choose. Nevertheless, 

since all methods are better at addressing some questions rather than others, in practice the range of questions that 

can properly be addressed is constrained by this choice and therefore a stance is taken that these questions are worth 

addressing. 

 

3.5. Hypothesis Acceptance 

In 1953, Richard Rudner argued that ‘A Scientist Qua Scientist Makes Value Judgements’ (Rudner 1953). He examined 

the implications of the existence of inductive risk for science to be value-free. Inductive risk is a somewhat misleading 

term describing the possibility of making errors in accepting or rejecting hypotheses. To accept or reject a hypothesis 

is ‘risky’ because no matter how much evidence one has, it is always possible that it’ll turn out later that one accepted 

a false hypothesis or rejected a true one. As the evidence never entails a hypothesis or its negation, researchers can 

always be wrong about acceptance or rejection decisions they make. The term ‘inductive risk’ can be misleading if it is 

understood to apply only to cases in which there is a precise probability of error, as there is in well-designed statistical 

test. But not all hypothesis tests are statistical tests, and so the term ‘inductive uncertainty’ would be more 

appropriate. (Recall that the term ‘risk’ applies to cases where the probability distribution over some future outcome 

space is known; when probabilities are unknown, inexistent, or there is no well-defined outcome space, we speak of 

‘uncertainty’, see Knight 1921.) I will follow standard usage here and speak of inductive risk. 

 

Inductive risk comprises two types of error. We make a ‘type-1 error’ when we accept as true a hypothesis that is in 

fact false – when we accept a false positive. We make a ‘type-2 error’ when we reject a hypothesis that is in fact true – 

when we reject a false negative. There is a trade-off between the two types, which can easily be seen from the fact 

that it is possible to avoid one type of error altogether at the expense of dramatically increasing the other type. Type-

1 errors can be avoided altogether by rejecting every hypothesis. This would be the most conservative attitude 

possible and mean that many true hypotheses are rejected. Type-2 errors can be avoided altogether by accepting 

every hypothesis. This would be the most liberal attitude possible and mean that many false hypotheses are accepted. 

Anything in between these two extremes involves both types of error, which have to be traded off against each other. 

 

There is no ‘objective’ or ‘evidence-based’ way to make the choice. Rudner argues that we ought to make it by looking 

at the consequences of each error type. In each case of accepting or rejecting a hypothesis, we have to ask: What’s 

worse? To accept a false, or to reject a true hypothesis? Think of a medical case. Before new drugs are approved for 

marketing, they have to be shown to be ‘safe and effective’. That’s the hypothesis in question: ‘New drug X is safe and 

effective’. If we falsely accept it, we risk terrible consequences such as between 88,000 and 139,000 heart attacks 

caused by the drug Vioxx in the five years the drug was on the market (Biddle 2007). But had we not accepted it and it 

had been, in fact, safe and effective, many ulcers would have been caused unnecessarily because Vioxx’s main 

alternative causes ulcers. The same is true of economic hypotheses. Many economists trust the natural experiments 
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that have shown that small increases in minimum wages do not have negative employment effects. If it were in fact 

false, then by accepting it many individuals will be thrown out of work following an increase. But if it’s true and 

rejected, governments would forgo the chance of improving workers’ standards of living. What’s worse? 

 

Rudner thus argues that this trade-off cannot be made without value judgements. One has to make a comparison 

between different, often incommensurable types of evil (there is no objective standard to compare having a heart 

attack and having an ulcer), and evaluate which error is more important to avoid. This is how value judgements enter 

the very core activity of science: hypothesis acceptance/rejection. 

 

Two main arguments have been made in response. Richard Jeffrey maintains that the ‘scientist qua scientist’ does not 

accept or reject hypotheses at all; she only marshals evidence and provides an estimate of the probability of the 

hypothesis’ being true in the light of that evidence (Jeffrey 1956). Policy makers — or ‘scientists qua policy advisers’ – 

make these judgements. Three points can be made in response. First, the statement of a probability that such-and-

such is the case is a hypothesis too, and even if scientists were not to accept or reject categorical hypotheses (‘Small 

increases in minimum wages don’t affect the employment rate negatively’), the same considerations apply to 

probabilistic hypotheses (‘Small increases in minimum wages have a 90% chance not to affect the employment rate 

negatively’). Second, policy makers need reasons for action (see above, Section 3.2) and therefore it is the role of 

scientists to take a stance and not just to summarise the evidence. An economist qua economist need not advocate 

raising minimum wages but he should provide useful information to the policy maker about the consequences. Just 

saying, ‘There is evidence’ won’t do. Third, in the process of assessing a high-level hypothesis such as the one about 

the minimum wage, the researcher must accept or reject many lower-level hypotheses, for instance about the 

trustworthiness of studies, of measurements and of data analysis methods. He could not proceed without such 

judgements, and the same considerations apply to these lower-level hypotheses. I will say more about this below. 

 

The second response is by Isaac Levi. He rejected Jeffrey’s response and yet maintained that science is essentially 

value-free (Levi 1962). In the process of becoming a scientist, Levi argued, the scientists accepts certain standards of 

inference – for instance that hypotheses are to be tested using a 5% significance standard. No scientist makes value 

judgements concerning the consequences of error but rather he follows the norms of his discipline. 

 

Even if it were true that scientists don’t make value judgements and merely accept their community norms, this does 

not mean that they are justified in doing so. The consequences of different hypotheses are significant to a different 

degree. Rudner compared a hypothesis about the functioning of belt buckles with one about the toxicity of a drug. 

Different standards should apply to different cases. And since this judgement has to be made relative to the 

consequences of an individual case, there should not be community-wide norms of inference (see also Ziliak and 

McCloskey 2008). 

 

Heather Douglas has recently added an interesting twist to Rudner’s argument (Douglas 2000). Suppose that a 

scientific inquire ultimately aims to establish whether or not some substance is carcinogenic in humans. One 

important piece of evidence in favour of the hypothesis that the substance is carcinogenic in humans would be a 

laboratory study that shows that it is carcinogenic in animal models. But that the substance is carcinogenic in animal 

models is just another hypothesis that has to be inferred from evidence. There are numerous things that can go wrong 

in that inference. Douglas describes a case study where researchers made a mistake in interpreting visual evidence 

from liver slides of lab rats. To address the hypothesis about carcinogenicity in lab rats, lower-level hypothesis 

concerning the presence or absence of liver cancer in each individual rat have to be accepted or rejected. But that is 

subject to error again. So on each step from accepting that an individual liver slide shows cancer rather than naturally 

denser liver tissue or some other aberration to the highest level hypothesis about the toxicity of the substance in 

humans, hypotheses have to be accepted or rejected, and in each case the question of consequences arises.  
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The same is true of economics of course. One criticism that was made of the natural experiment in New Jersey and 

Pennsylvania concerning the employment effects of minimum wage increases (Card and Krueger 1994) was that an 

important data set on which the result relied – a telephone survey of fast food restaurants – was faulty. Later payroll 

data showed that there were employment effects that the telephone survey hadn’t picked up (Neumark and Wascher 

2000). Thus, before we even begin to wonder whether we should accept or reject a general hypothesis about the 

employment effects of small increases in the minimum wage, we have to accept a low-level hypothesis about 

employment in an individual fast-food restaurant in New Jersey. And that hypothesis can be false and if so, accepting 

it will have other consequences than rejecting it if it were true. 

 

 

 

 

4. Conclusions 

 

Given the large number of arguments I have advanced against the separability thesis, the reader might think that I 

used a strategy of bombarding the opponent with many bad arguments instead of one good one. Nothing could, 

however, be further from the truth. I believe that all the arguments I have given are individually compelling. The 

reason to give this long list is to show at how many places value judgements enter social scientific work. Making value 

judgements is a core task of the positive economist qua positive economist. I look forward to seeing defences of the 

value-free ideal in the light of this.
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